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ABSTRACT.Restricted migration of periodic and sporadic tasks on uniform heterogeneous mul-
tiprocessors is considered. Migration between different processors of a multiprocessor causes
overhead that may be prohibitively high for real-time systems, where accurate timing is es-
sential. Nonetheless, periodic tasks, which generate jobs at regular intervals, may be able to
migrate without causing overhead if the migration can be controlled. In particular, if consecu-
tive jobs of the same task do not share any data then they may be allowed to execute on different
processors without incurring migration overhead —i.e.,restricted migration may be permitted.
On uniform multiprocessors, each processor has an associated speed. A job executing on a
processor of speeds for t units of time will performs× t units of work. A utilization-based test
for restricted migration on uniform multiprocessors is presented where each processor sched-
ules jobs using the earliest deadline first (EDF) scheduling algorithm.

RÉSUMÉ.Nous considérons des migrations restreintes pour des tâches périodiques et spora-
diques pour des plates-formes hétérogènes. Les migrations entre processeurs différents causent
une surcharge qui peut potentiellement être importante pour des systèmes temps réel, où la
prédictabilité est essentielle. Néanmoins, les tâches périodiques, qui génèrent des travaux à
intervalles réguliers, peuvent migrer sans causer une surcharge, si les migrations sont contrô-
lées. En particulier, si des travaux consécutifs de la même tâche ne partagent pas de données,
ils peuvent s’exécuter sur des processeurs différents sans induire une surcharge lors de la mi-
gration, c’est-à-dire, qu’une migration restreinte peut être autorisée. Sur des plates-formes uni-
formes, chaque processeur possède une vitesse. Un travail s’exécutant sur un processeur de
vitesses pendantt unités de temps progressera des × t unités de travail. Un test orienté uti-
lisation, pour les migrations restreintes et les plates-formes uniformes est présenté où chaque
processeur ordonnance les travaux avec la stratégie earliest deadline first (EDF).

KEYWORDS:hard real-time systems, periodic tasks, earliest deadline first, uniform heterogeneous
multiprocessors, migration.

MOTS-CLÉS :système temps réel, tâches périodiques, earliest deadline first, plate-forme hétéro-
gène uniforme, migration.
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1. Introduction

In hard real-time systems, correctness is determined not only by considering
the output of the system, but also by considering its timing characteristics. Each job
submitted to a real-time system has a deadline and it is imperative that execution
completes by this deadline. On multiprocessor real-time systems, there are several
different processors upon which jobs may execute. These processors may all be the
same, in which case the multiprocessor isidentical, or they may differ in some way.
This paper considers real-time systems that useuniform heterogeneous multiproces-
sors. Each processor of a uniform heterogeneous multiprocessor has an associated
speed. If a processor with speeds executes a job fort time units, thens × t units of
work are performed.

Real-time systems often containperiodic tasks. These tasks generate jobs that are
repeated at regular intervals of time. Each periodic task has an associatedutilization,
which is the proportion of processor capacity the task requires if it is executed on a
unit-speed processor. Aperiodic task setis a real-time system that is comprised solely
of periodic tasks. Task utilization can be used to devise aschedulability testwhich
determines if all jobs can be guaranteed to meet their deadline when scheduled using
a particular scheduling algorithm. For example, Liu and Layland [LIU 73] showed
that on uniprocessors all jobs will meet their deadlines using the earliest deadline first
(EDF) scheduling algorithm if the total utilization of all tasks is at most 1.

Some real-time systems may allow jobs tomigratebetween processors by permit-
ting an executing job to be interrupted and to restart on a different processor. How-
ever, for some multiprocessors, the overhead incurred when a job migrates can be
prohibitively high. In these systems, jobs should execute only on the processor upon
which they first executed. When considering periodic task sets, there are three possible
levels of migration.

Full migration. If a job is interrupted, it may resume execution on any processor.

Partitioning. Each task is assigned to a single processor. All jobs of a given task must
execute on the processor to which the task is assigned.

Restricted migration. Each job must execute on only one processor. However, dif-
ferent jobs of the same periodic task can execute on different processors.

If a periodic task set is scheduled with full migration, aglobal schedulermust
be employed. A global scheduler is a single scheduler that makes the scheduling
decisions for all the processors of a multiprocessor system. On the other hand, a par-
titioned periodic task set may be scheduled using apartitioned scheduler. Partitioned
schedulers have a separate scheduler for each processor. Each scheduler in a parti-
tioned scheduler can employ uniprocessor scheduling techniques. Periodic tasks sets
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Figure 1. Scheduling with restricted migration

that are scheduled using restricted migration may use a combination of global and par-
titioned scheduling. When a periodic task generates a new job, the global scheduler
assigns the job to a processor and the partitioned scheduler for the given processor
determines when the job should execute. Figure 1 illustrates a restricted migration
scheduling scheme.

This paper considers restricted migration scheduling of periodic task sets on uni-
form heterogeneous multiprocessors. In particular, we present a schedulability test for
the Restricted Migration earliest deadline first (r-EDF) scheduling algorithm in which
tasks are assigned to processor using restricted migration scheduling and the individ-
ual processors use the earliest deadline first (EDF) scheduling algorithm. Restricted
migration is most appropriate for systems in which the tasks are executed on a shared
memory multiprocessor (SMP) and successive jobs of each task do not share any data.
In this case, the overhead of moving a task (but not a job) to a different processor is
very low. If a system satisfies the test provided in Section 3 of this paper, it is guaran-
teed that whenever a task generates a job there will be at least one processor that can
execute the job without missing any deadlines. Notice that if such a test is satisfied, it
must be the case that the task system can be partitioned onto the processors. However,
partitioning the tasks may be too restrictive. In particular, the partitions must be de-
termined before the system begins to execute. Thus, dynamic systems in which tasks
mayjoin or leavemay not be appropriate for partitioned systems. Restricted migration
systems can be used to schedule these dynamic task systems provided that the system
is always guaranteed to satisfy the schedulability test provided in this paper. Another
weakness about partitioned scheduling is that partitioning may force the load on the
processors to be highly imbalanced [BAR 03]. If different jobs may execute on dif-
ferent processors, the load on the processors may be more consistent. Thus, restricted
migration adds a degree offlexibility to the system and allows forload balancing.
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Related work. Restricted migration was considered for identical multiprocessors by
Baruah and Carpenter [BAR 03]. In this work, the authors developed two utilization
based tests for restricted migration scheduling onm identical multiprocessors — one
test forr-EDF and one test forr-PriD (described below). To our knowledge, restricted
migration has never been considered for uniform heterogeneous multiprocessors.

In the test forr-EDF on identical multiprocessors, Baruah and Carpenter found that
if the total utilization of a task setτ is at mostm + (m − 1)umax(τ), whereumax(τ)
is the maximum utilization of all the tasks ofτ , thenτ is r-EDF-schedulable onm
processors each with speed equal to 1. Theorem 1 in Section 3, introduces a similar
test for scheduling task sets on uniform heterogeneous multiprocessors. Corollary 1
of this theorem shows that this bound presented by Baruah and Carpenter is a special
case of Theorem 1.

The r-PriD algorithm is a modification of thePriD algorithm [GOO 03]. InPriD
the task setτ is divided into “heavy” tasks, whose utilization is greater than 0.5, and
“light” tasks. Each heavy task has a designated processor — only the given task will
execute on its dedicated processor — and the light tasks are executed on the remain-
ing processors using full migrationEDF. Ther-PriD [BAR 03] algorithm divides the
processors into two groups — processors that execute heavy tasks and those that ex-
ecute light tasks — andr-EDF is used to schedule each of these groups. Baruah and
Carpenter found that if the total utilization ofτ is at most(m + 1)/2 + umax(τ)
andumax(τ) ≥ 0.5, thenτ is r-PriD-schedulable onm processors with speed 1.
The r-PriD algorithm is similar to the concept of semi-partitioning introduced in this
paper, in which tasks and processors are divided into groups and tasks can only exe-
cute on processors within their group. However, the division of tasks into groups is
more flexible in semi-partitioning than inr-PriD — while heuristics are provided in
this paper, the actual division into groups would depend on the parameters of the given
task set and multiprocessor.

While no r-EDF-schedulability tests have been developed for uniform heteroge-
neous multiprocessors, a test has been developed for full migrationEDF [GOO 03,
FUN 03]. Funk and Baruah [FUN 03] determined a method for finding the character-
istic region associated with a uniform heterogeneous multiprocessorπ. This region
contains all points(umax, Usum) for which EDF-schedulability using full migration
is guaranteed —i.e., if (umax, Usum) is in the characteristic region ofπ and a task set
τ has maximum utilizationumax and total utilizationUsum thenτ is guaranteed to
be full migrationEDF-schedulable onπ. At a minimum the characteristic region of
a uniform heterogeneous multiprocessorπ contains all(umax, Usum) that satisfy the
inequalityUsum ≤ S(π)− (m− 1)umax, whereS(π) is the total processing speed of
π. Therefore, any task setτ that satisfies the full migrationEDF test will also satisfy
ther-EDF test provided in this paper (Theorem 1). Nonetheless, there are many situ-
ations where restricting migration is preferable — particularly for systems that incur
high migration costs.

This research.This paper introduces a restricted migration schedulability test which
can be used to guarantee deadlines will be met if the job scheduler on each processor
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is EDF [LIU 73, DER 74]. In addition, we introduce the concept ofsemi-partitioning
and provide a schedulability test for semi-partitioning with restricted migration. Fi-
nally, we introducevirtual processors, which may be used to recapture spare capacity
when scheduling with semi-partitioning and we provide a schedulability test for semi-
partitioning with restricted migration using virtual processors.

The remainder of this document is organized as follows. In Section 2, we in-
troduce the model and definitions we will be using. In Section 3, we define the re-
stricted migration algorithmr-EDF in more detail and introduce a schedulability test
for r-EDF. In Section 4, we define semi-partitioning and introduce a schedulability
test for semi-partitionedr-EDF. In Section 5, we introduce virtual processors and
provide a schedulability test for semi-partitionedr-EDF with virtual processors. In
Section 6, we describe the global schedulerr-SVP which schedules semi-partitioned
systems with virtual processors. Finally, in Section 7 we conclude and discuss areas
for further research.

2. Model and definitions

The notationπ = [s1, s2, . . . , sm] denotes the uniform heterogeneous multiproces-
sor withm processors of speedss1, s2, . . . , sm respectively, withs1 ≥ s2 ≥ · · · ≥
sm. We use the notationS(π) to denote the cumulative computing capacity of all of
π’s processors:S(π) def=

∑m
i=1 si.

A real-time system is a set ofjobs that are executed on a given processing plat-
form. Each job is characterized by three parameters: itsarrival time , a, its execution
requirement, e, and its deadlined. The jobj = (a, e, d) must receivee units of
execution in the time interval[a, d). Thus, if a job executes solely on a unit-speed
processor, it must receivee time units in the interval[a, d). On the other hand, it will
require less time if it executes solely on processors whose speed is greater than 1, and
more time if it executes solely on processors whose speed is less than 1. A job is said
to beactive at any timet, wherea ≤ t < d. Note that a job is considered active until
its deadlined even if the job’s execution completes befored. Jobs are scheduled using
a scheduling algorithm. If a set of jobs meets all its deadlines when scheduled using
algorithmA on the processing platformπ, the job set is said to beA-schedulableon
π.

2.0.0.1. Periodic and sporadic task systems.

A periodic real-time taskT = (o, e, p) [LIU 73, LIU 69] is characterized by three
parameters: theoffseto, the execution requiremente and theperiod p. A periodic
task generates an infinite sequence of jobs, each with an execution requirement of at
moste units. The first job is generated at timeo (the offset of the task) and successive
jobs are generatedp time units apart. Each job has a deadlinep time units after its
arrival time. Asporadic real-time task [MOK 83] is similar to a periodic task with the
exception that the first job arrives at or after timeo and the parameterp is theminimum
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interarrival time of successive jobs. Thus, if a job generated by the sporadic task
T = (o, e, p) arrives at timea, it has a worst-case execution timee and a deadlinep+a.
However, the next job generated byT may arrive at any timet ≥ a+p. A task system
τ = {T1, . . . , Tn} of tasks is comprised of several periodic or sporadic tasks, with
each taskTi having offsetoi, execution requirementei and periodpi. In the special
case where all tasks generate there first job simultaneously, the offset is assumed to
be zero and is removed from the description of the tasks in the task set. Note that the
periodic task is a special case of the sporadic task in which each new job arrives at
the soonest time possible. Thus, the periodic task is the worst-case implementation of
the sporadic task as far as processor utilization is concerned. Therefore, our analysis
considers periodic tasks and all the results apply to both periodic and sporadic tasks.

We refer to the quantityui
def= ei/pi as theutilization of taskTi. For systemτ ,

Usum(τ) def=
∑

Ti∈τ ui is referred to as thecumulative utilization (or simply utiliza-
tion) of τ . Similarly,umax(τ) is thelargest utilization in τ .

We will refer to a(uniform heterogeneous multiprocessor, task system) ordered
pair as auniform heterogeneous multiprocessor system; when clear from context,
we may simply refer to it as asystem.

3. Restricting migration

In this section, we will determine a schedulability test for restricted migrationEDF
scheduling on uniform heterogeneous multiprocessors, denotedr-EDF. Recall that the
r-EDF scheduling algorithm allows tasks to migrate only at job boundaries. Thus, a
global scheduler assigns jobs to processors and each processor uses a uniprocessor
EDF algorithm to schedule jobs.

The global scheduler keeps track of the slack on each processor. For eachk where
1 ≤ k ≤ m, the quantityslackk is the available capacity on processorsk. Any
job generated by a task of utilizationu can be assigned to any processor that has a
slack of at leastu. If a job is generated by a task with utilizationu at a time when
all the processors ofπ have slack less thanu, then the schedule is invalideven if
enough capacity may become available to accommodate the job at a later point in
time. Initially, slackk = sk for all k. When the global scheduler assigns a jobTi,j to
processorsk at timet, the value ofslackk is immediately reduced byui. In addition
to decreasing the slack, the global scheduler also schedules the slack to be increased
by ui units at timet + di — i.e.,at the job’s deadline.

In the special case when a job completes execution at a point when there are no
jobs waiting to execute on processorsk, the value ofslackk is reset tosk. This can be
done becauseEDF will only miss deadlines if there is no processor idle time between
the earliest release time and the deadline miss [LIU 73]. Of course, in this case, all of
the scheduled increases to the slack should be disregarded. This can be done either by
cancelling all scheduled increases or, alternatively, by keeping track of when the last
reset occurred and ignoring increases associated with jobs that arrived before the most
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recent reset time. Allowing the slack to be reset also requires a minor change to the
localEDF schedulers: When the localEDF scheduler attempts to schedule a new job
and the job queue is empty, it must send a “reset slack” signal to the global scheduler.
Note that by this definition,r-EDF may generate many different valid schedules for
the same system. This is illustrated in the following example.

Example 1 Letτ = {T1 = (1, 2, 3), T2 = (1, 3, 4), T3 = (0, 6, 8)} be a periodic task
set and letπ = [2, 1] be a uniform heterogeneous multiprocessor. Figures 2(b) and
(c) illustrates two validr-EDF schedules ofτ onπ. In these diagrams, a rectangle on
the time line associated with a given task indicates the tasks is executing during that
time period. The height of the rectangle indicates the speed of the processor on which
the task executes — the taller the rectangle, the faster the processor. Thus the area of
the rectangle indicates the amount of work completed. For example, the first two jobs
generated by taskT2 in Figure 2(b) both execute on the unit speed processor while the
third job generated by the same task executes on the speed-2 processor. Figure 2(a)
illustrates the slack of processors1 during the schedule illustrated in Figure 2(b).
Initially, the slack is 2 sinces1 = 2. The slack is immediately reduced to 1.25 because
a job generated by taskT3 is assigned tos1 at t = 0. At t = 1, the slack is further
reduced because a job generated by taskT1 is assigned tos1. At t = 4, taskT3’s
job completes executing and there are no jobs waiting to execute. Therefore, the slack
is reset to 2. However, taskT1 immediately has a job assigned tos1 so the slack is
reduced to1 1

3 .

A taskTi is said to bepresenton processorsk at timet if that task’s utilization
contributes to the calculation ofslackk — i.e., if there exists a jobTi,j assigned to
processorsk such thatai,j ≤ t < di,j and the most recent reset ofslackk occurred at
or beforeai,j .

Lemma 1 Letπ be anym-processor uniform heterogeneous multiprocessor and letτ
be any periodic or sporadic task set such that

Usum(τ) ≤ S(π)− (m− 1) · umax(τ). (1)

Then whenever any taskTi ∈ τ generates a job, there exists at least one processorsk

of π such thatslackk ≥ ui.

Proof: (By contradiction.) Assume some job arrives at a timet when all of the
processors ofπ have slack less than the generating task’s utilization. Letto be the
earliest time at which this occurs and assumeTi,j cannot be assigned to any processor
at to. By the optimality ofEDF on uniprocessors all jobs with deadlines at or before
to met their deadlines.

Let P (to) be the set of tasks that are present on some processor at timeto. SinceTi

has a job that has just arrived and all earlier jobs ofTi met their deadlines,Ti can not be
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Figure 2. Figures (b) and (c) show two validr-EDF schedules of the periodic task set
τ = {T1 = (1, 2, 3), T2 = (1, 3, 4), T3 = (0, 6, 8)} on π = [2, 1]. Figure (a) shows
the slack of processors1 during the schedule (b)

in P (to). On the other hand, every task ofτ other thanTi may be inP (to). Therefore,∑
Tj∈P (to) uj ≤ Usum(τ)− ui. Also, sinceslackk < ui for all k, 1 ≤ k ≤ m,

m∑
k=1

slackk < m · ui

⇒ S(π)−
∑

Tj∈P (to)

uj < m · ui

⇒
∑

Tj∈P (to)

uj > S(π)−m · ui.
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Combining these two inequalities gives

Usum(τ)− ui > S(π)−m · ui

⇒ Usum(τ) > S(π)− (m− 1) · ui

⇒ Usum(τ) > S(π)− (m− 1) · umax(τ),

which contradicts the condition of the lemma.

Notice that ifumax(τ) > sm,

S(π)− (m− 1)umax(τ) < Sm−1(π)− (m− 2)umax(τ),

and it may be possible that Lemma 1 applies to ther-EDF schedule ofτ on the(m−1)
fastest processors ofπ but not to ther-EDF schedule ofτ on π. In this case, it is
beneficial to consider only asubsetof the processors ofπ when applying the Lemma 1.
Theorem 1 below takes note of this improvement and also shows that the resulting test
is a tight one.

First some notation:

Definition 1 (mu(π)) Let π be any uniform heterogeneous multiprocessor and letu
be any value. Thenmu(π) is the index of the slowest processor ofπ whose speed is at
leastu. Specifically,

mu(π) def=

{
max{j | 1 ≤ j ≤ m ∧ sj ≥ u} if u ≤ s1(π), and

∞ otherwise.

Theorem 1 Let π be anym-processor uniform heterogeneous multiprocessor. Letτ
be any task set and letm′ = mumax

(π). Then if

Usum(τ) ≤ Sm′(π)− (m′ − 1)umax(τ) (2)

τ is r-EDF-schedulable onπ. Moreover, this is a tight bound.i.e., for any û there
exists a task setτ ′ with umax(τ ′) = û andmû(π) = m′′ such that

Usum(τ ′) = Sm′′(π)− (m′′ − 1)û + ε (3)

that is notr-EDF-schedulable onπ, whereε is an arbitrarily small value.

Proof: Let S be somer-EDF schedule ofτ . Assume there exists some jobTi,j

that arrives at some timeto and for each of the jobs submitted to the global scheduler
beforeTi,j there has been enough slack on at least one processor ofπ. It suffices to
show that at least one processorsk hasslackk ≥ ui at timeto.

Let π′ = [s1, s2, . . . , sm′ ] and consider the set of jobs thatS schedules onπ′.
Let τ ′ be the sporadic task set that generates the jobs that execute onπ′. These jobs
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could be generated by a sporadic task set containing tasks with the same execution
requirements and periods as the tasks inτ — the only difference betweenτ andτ ′

is that interarrival times may be longer inτ ′. Let τ ′ be this sporadic task set and let
S′ be the schedule ofS on π′ during the interval[0, to). Clearly,S′ is a validr-EDF
schedule ofτ ′ onπ′.

Since the tasks ofτ ′ have the same parameters as the tasks ofτ , utilizations
Usum(τ ′) = Usum(τ) andumax(τ ′) = umax(τ). Therefore,

Usum(τ ′) = Usum(τ) ≤ Sm′(π′)−(m′−1)umax(τ) = S(π′)−(m(π′)−1)umax(τ ′),

so Lemma 1 applies to anyr-EDF schedule ofτ ′ on π′ — i.e., whenever a job ofτ ′

is generated, there will always be at least one processor ofπ′ with enough slack to
successfully schedule that job. In particular, anyr-EDF schedule ofτ ′ onπ′ (such as
S′) will be able to successfully scheduleTi,j . Since the slack on the processors ofπ′

is always the same during the two schedulesS andS′, Ti,j will also fit on at least one
processor ofπ at timet = to.

It remains to show that the bound is tight. Consider any arbitrary valueû and let
m′′ = mû(π). If û > s1, then no task setτ ′ with umax(τ ′) = û can be scheduled on
π regardless of the algorithm chosen.

Assumeû ≤ s1 and definekj as follows:

kj =

{
dsj−ûe

û + 1 if 1 ≤ j ≤ m′′,

1 if j = m′′ + 1.

Clearly0 <
sj−û

kj
< û for all j, 1 ≤ j ≤ m′′. Choose any valuesε andδ such that

0 < ε ≤ min
{

m′′ ·
(

û− sj − û

kj

)
| 1 ≤ j ≤ m′′

}
andδ =

ε

m′′ .

Defineej,` as follows:

ej,` =


sj−û

kj
if 1 ≤ j ≤ m′′ and` < kj ,

sj−û
kj

+ δ if 1 ≤ j ≤ m′′ and` = kj ,

û if j = m′′ + 1.

Let τ ′ be comprised of tasksTj,` for 1 ≤ j ≤ m′′ + 1 and1 ≤ ` ≤ kj , each with a
period of 1.

Claim. umax(τ ′) = û andUsum(τ ′) = Sm′′(π)− (m′′ − 1)û + ε.

umax(τ) = max
{

max
1≤j≤m′′

{
sj − û

kj

}
, max
1≤j≤m′′

{
sj − û

kj
+ δ

}
, û

}
,
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so it suffices to show that̂u ≥ sj−û
kj

+ δ for all j, 1 ≤ j ≤ m′′.

sj − û

kj
+ δ =

sj − û

kj
+

ε

m′′

≤ sj − û

kj
+

m′′ ·
(
û− sj−û

kj

)
m′′

= û.

Also,

Usum(τ ′) =
m′′+1∑
j=1

kj∑
`=1

ej,`

=
m′′∑
j=1

(sj − û + δ) + û

= Sm′′(π)−m′′ · û + m′′ · δ + û

= Sm′′(π)− (m′′ − 1)û + ε.

Therefore, Condition (3) of the theorem is satisfied. Assume each task other than
Tm′′+1,1 generates a job att = 0 and that the global scheduler assigns the jobs gener-
ated by tasksTj,1, Tj,2, . . . , Tj,kj

to processorsj . Then the spare capacity on proces-
sor sj , j = 1, 2, . . . ,m′′ is û − δ. If task Tm′′+1,1 generates a job before any other
jobs become inactive, the job will miss its deadline since no processor ofπ has enough
spare capacity. Therefore,τ ′ is notr-EDF-schedulable. This proves that Condition (2)
is a tight bound.

The result of Baruah and Carpenter [BAR 03] concerningr-EDF-scheduling on
identical multiprocessors is an immediate corollary to Theorem 1 above since the total
speed ofm unit-speed processors ism.

Corollary 1 Any periodic task setτ satisfying

Usum(τ) ≤ m− (m− 1)umax(τ)

will meet all its deadlines when scheduled onm unit-speed processors usingr-EDF.

There are cases where the bound proven in Theorem 1 may not be practical. For
example, ifτ consists of a few tasks with large utilization and several tasks with sig-
nificantly smaller utilization, it may make more sense to reserve the fastest processors
for the heaviest tasks and allow the lighter tasks to execute only on slower processors.
A task set that fails Condition (2) may become schedulable by using a minor modifi-
cation ofr-EDF which takes this observation into account. We call this modification
semi-partitioning.
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4. Semi-partitioning

Since Condition (2) may not hold for systems where the maximum and minimum
utilizations ofτ are significantly different, we may wish to consider a scheme whereby
jobs generated by a given task may be assigned to only a subset of the processors of
π. Thus, the system is somewhat partitioned because the jobs generated by a single
task are not permitted to execute on some of the processors ofπ. However, this is not
a fully partitioned system because each task may be assigned to several processors. In
this modification ofr-EDF, calledr-EDF(τ1, `), τ is divided into two disjoint groups,
τ1 andτ2. All jobs generated byτ1 are scheduled on thèfastest processors ofπ and
the jobs generated byτ2 are scheduled on the remaining processors. In general,τ1

will contain the “heaviest” tasks ofτ — i.e., the tasks with the largest utilization and
— andτ2 will contain the the “lighter” tasks ofτ .

Example 2 Consider the uniform heterogeneous multiprocessorπ = [8, 3, 3] and the
task setτ comprised of 21 tasks withu1 = 4, u2 = u3 = 1, u4 = u5 = . . . = u11 =
0.5, andu12 = u13 = . . . = u21 = 0.1. Thus,Usum(τ) = 11 andumax(τ) = 4.
Notice thatmumax = 1 andS1(π) = 8, so Condition(2) does not hold(11 > 8−0·4)
and this system may not ber-EDF-schedulable. However, if we letτ1 be the task set
containing the 3 weightiest tasks ofτ , the system isr-EDF(τ1, 1)-schedulable since
the utilization ofτ1 is 6 so these jobs can ber-EDF scheduled on the fastest processor
of π(̇On uniprocessors,r-EDF andEDF generate the same schedule.) Also, applying
Theorem 1 toπ′ = [3, 3] andτ2 with umax(τ ′) = 0.5 andUsum(τ2) = 5, we see that
(5 ≤ 6− 1 · 0.5), therefore the 18 light tasks ofτ2 can ber-EDF scheduled on the two
slowest processors ofπ.

Example 2 illustrates that a system which fails Condition (2) may be schedulable
using semi-partitioning. Notice thatr-EDF(k, `)-schedulability can be tested by sim-
ply applying Condition (2) twice. The following theorem formalizes this observation.

Theorem 2 Letπ be any uniform heterogeneous multiprocessor and letτ be any task
set. Assumeτ = τ1 ∪ τ2, whereτ1 andτ2 are disjoint. If

Usum(τ1) ≤ S`(π)− (`− 1) · umax(τ1) and

Usum(τ2) ≤ (S(π)− S`(π))− (m− `− 1) · umax(τ2),

thenτ is r-EDF(τ1, `)-schedulable onπ.

If the two conditions in Theorem 2 are added together, the resulting condition is

Usum(τ) ≤ S(π)− (`− 1)umax(τ1)− (m− `− 1)umax(τ2).

Thus, Theorem 2 always imposes a looser bound onUsum(τ) than Theorem 1 since

S(π)− (`− 1)umax(τ1)− (m− `− 1)umax(τ2)

≥ S(π)− (m− 2`− 2)umax(τ)

> S(π)− (m− 1)umax(τ).
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The difference between these two bounds may be significant ifuk+1 << umax(τ)
or if ` is large. Also, ifumax(τ) is larger than the speed of one or more processors ofπ
some of the tasks are defacto semi-partitioned. For example, since the heaviest task of
τ in Example 2 has utilization larger than the speed of the two slower processors ofπ,
we can see that it can only be executed on the fastest processor ofπ even if the system
had not been semi-partitioned. Thus, task sets with widely divergent utilizations may
benefit from semi-partitioning — particularly ifumax(τ) > sm. These two observa-
tions lead us to the following two heuristics for determining how to semi-partition a
system, which are applied to the system afterτ is sorted by utilization.

– If umax(τ) > sm, determine the index̀ such thats` ≥ umax(τ) > s`+1 and
determine the largest indexk for which the first condition of Theorem 2 holds:

k = max{j | 1 ≤ j ≤ n ∧
j∑

i=1

ui ≤ S`(π)− (`− 1)umax}.

Let τ1 = {T1, T2, . . . , Tk}.
– Otherwise, consider the tasks ofτ . If umax(τ) >> umin(τ), then semi-

partitioning may be useful because of the widely divergent utilizations ofτ . If there
is some point where the utilization decreases significantly, letTk be the heaviest
task before this decrease. (For example, letA equal the average of(ui/ui+1 for all
i, i = 1, 2, . . . , n − 1, and choose the smallestk such thatuk/uk+1 > thresh × A
for some thresholdthresh.) If there is no point at which the utilization decreases
significantly, then letk = bn

2 c. Let τ1 = {T1, T2, . . . , Tk} and determine the smallest
index` for which the first condition of Theorem 2 holds:

` = min{j | 1 ≤ j ≤ m ∧ Usum(τ1) ≤ Sj(π)− (j − 1)umax(τ1)}.

Once an appropriateτ1 and` have been chosen, test if the the second condition
of Theorem 2 holds. Of course, it is possible that the second condition does not hold.
In this case, semi-partitioning can be done several times. The system can be semi-
partitioned as many as(m − 1) times, where(m − 1) semi-partitions results in a
fully partitioned system. The notationr-EDF(τ1,m1; τ2,m2; . . . ; τr,mr) denotes the
r-EDF schedule with the following restrictions

τ1 executes only on processorss1, s2, . . . , sm1

τ2 executes only on processorssm1+1, sm1+2, . . . , sm2

. . .
Tasksτr+1 execute only on processorssmr+1, smr+2, . . . , sm.

Thus, the test forr-EDF(τ1,m1; . . . ; τr,mr)-schedulability would involve(r + 1)
applications of Theorem 1, each of which must be satisfied.
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Theorem 3 Letπ be any uniform heterogeneous multiprocessor and letτ be any task
set. Assumeτ1, τ2, . . . , τr+1 are disjoint andτ1 ∪ τ2 ∪ . . . ∪ τr+1 = τ . If

Usum(τ1) ≤ Sm1(π)− (m1 − 1) · umax(τ1),

Usum(τ2) ≤ (Sm2(π)− Sm1(π))− (m2 −m1 − 1) · umax(τ2) and

...

Usum(τr+1) ≤ (S(π)− Smr
(π))− (m−mr − 1) · umax(τr+1).

thenτ is r-EDF(τ1,m1; τ2,m2; . . . ; τr,mr)-schedulable onπ.

5. Virtual processors

Example 2 in the previous section illustrates that a system that does not satisfy
Condition (2) of Theorem 1 can still be schedulable using a minor modification of
r-EDF. Notice that the first partition in this example schedules the three heaviest
tasks on a single processor of speed 8. Since the total utilization of these three tasks
is 6, there are 2 units of spare capacity available which can be “loaned" to the system
(π′, τ2) if necessary. For example, if 6 more tasks with execution utilization 0.1 were
added toτ , Usum(τ2) becomes 5.6 and Condition (2) fails on the system(π′, τ2) since
(5.6 > 6 − 1 · 0.5). If π′ “borrows” capacity from the faster partition, the fastest
processor ofπ would be divided into 2 virtual processors — one processor of speed 6
devoted to the heaviest tasks ofτ and one processor of speed 2 devoted toτ2. Once the
2 units of capacity are borrowed, Condition (2) is satisfied since5.6 ≤ (6+2)−2·0.5.
(We now subtract2 ·0.5 instead of1 ·0.5 becauseπ′ has an extra processor with speed
= 2.) The implementation of virtual processors only affects theglobal scheduling
algorithm. Once a job is assigned to a certain processor, the localEDF scheduling
algorithm is used regardless of which partition the job belongs to.

If capacity can be borrowed, we have more flexibility in determining the semi-
partitioning (i.e., in determiningτ1 and`). For example, since the heaviest task ofτ
in Example 2 can only be executed on the fastest processor ofπ and all the remaining
tasks can be executed on any of the processors ofπ, a natural semi-partition would
be to letτ1 = {T1} and ` = 1. Therefore,T1 would be restricted to the fastest
processor and the remaining tasks would be restricted to the slower two processors.
Applying the conditions of Theorem 2 to this semi-partition gives(4 ≤ 8 − 0) and
(7 ≤ 6 − 1). The second test clearly fails. However, if the 4 units of spare capacity
remaining from the first test are given to the second partition, we have(4 ≤ 4 − 0)
and (7 ≤ 10 − 2). Therefore, this system can be scheduled with the given semi-
partition provided the fastest processor is divided into two virtual processors. We use
the notationr-SVP(τ1, `, b) to denoter-EDF scheduling with semi-partitioning and
virtual processors. Thus, the semi-partition with virtual processor discussed above is
denotedr-SVP({T1}, 1, 4).
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By Theorem 1, a setτ ′ of k tasks scheduled onm′ processors usingr-EDF requires
at leastR = Usum(τ ′) + (m′ − 1)umax(τ ′) units of capacity to ensure all deadlines
are met. IfS is the total capacity of them′ processors andS > R, there will beS−R
units of wasted capacity in this system. Therefore, this capacity can be loaned to a
lighter semi-partition. The following lemma states that there will always be at least
one processor with enough capacity to loan to theτ2 providedumax(τ1) ≥ umax(τ2)
and no more thanS −R units are ever loaned toτ2 at one time.

Lemma 2 Let π be any uniform heterogeneous multiprocessor and letτ be any task
set. Letτ1 and τ2 be two disjoint task sets such thatτ = τ1 ∪ τ2 andumax(τ1) ≥
umax(τ2). Choosè andb such that

0 ≤ b ≤ S`(π)− Usum(τ1)− (`− 1)umax(τ1),

and scheduleτ on π using algorithmr-SVP(τ1, `, b). Assume a jobTi,j arrives at
timeto, whereTi ∈ τ2 and letPi(to), i = 1, 2, be the set of tasks inτi that are present
on some processorsk, 1 ≤ k ≤ `. If the following condition holds:

b−
∑

Tj∈P2(to)

uj ≥ ui

then there exists at least one processorsk, 1 ≤ k ≤ `, with slackk ≥ ui.

Proof: (By contradiction.) Assumeslackk < ui for all 1 ≤ k ≤ ` at time to.
Therefore, ∑̀

r=1

slackr < ` · ui.

Observe the following: ∑
Tj∈P1(to)

uj ≤
∑

Tj∈τ1

uj = Usum(τ1)

∑
Tj∈P2(to)

uj ≤ b− ui

Also, the total speed of thèfastest processors ofπ is accounted for by either the slack
or the tasks that are present on these processors:

S`(π) =
∑

Tj∈P1(to)

uj +
∑

Tj∈P2(to)

uj +
∑̀
r=1

slackr.

Substituting the above inequalities into this equation gives

S`(π) ≤ Usum(τ1) + (b− ui) +
∑̀
r=1

slackr

< Usum(τ1) + (b− ui) + ` · ui

⇒ (`− 1)ui > S`(π)− Usum(τ1)− b.
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Recall,b ≤ S`(π)−Usum(τ1)−(`−1)umax(τ1). Substituting this into the inequality
above gives

(`− 1)ui > b + Usum(τ1) + (`− 1)umax(τ1)− Usum(τ1)− b

= (`− 1)umax(τ1)

⇒ ui > umax(τ1),

which contradicts the assumption thatumax(τ2) ≤ umax(τ1).

By Lemma 2, a taskTi ∈ τ2 will not fit on any of the` fastest processorsonly
if assigningTi,j to the first semi-partition would cause the borrowed capacity to ex-
ceedb. Therefore, we can think of the total capacity that gets loaned to the lighter
semi-partition as a single processoreven if the loaned capacity is spread over several
processors.

Definition 2 Letπ be any uniform heterogeneous multiprocessor and letτ = τ1 ∪ τ2

be any task set such thatumax(τ1) ≥ umax(τ2) and τ1 and τ2 are disjoint. Then
r-SVP(τ1, `, b) indicates the scheduling algorithm in which the jobs generated byτ1

are r-EDF-scheduled on processorss1, s2, . . . , s` and the jobs generated onτ2 are
scheduled on any processorprovided thatthe total utilization of tasks inτ2 that are
present on thè fastest processors ofπ never exceedsb.

Determining appropriate semi-partitions with virtual processors is similar to de-
termining appropriate semi-partitions without virtual processors, though one step is
added to the process. Once an appropriateτ1 and` have been determined, let

b = S`(π)− Usum(τ1)− (`− 1)umax(τ1).

Then b is the spare capacity in the first semi-partition which can be loaned to the
second semi-partition. Test ifτ2 is r-EDF-schedulable a multiprocessorπ′, where
S(π′) = S(π) − S`(π) andm(π′) = m − ` + 1. (Since the heuristics are applied to
sorted task sets, it is clear thatumax(τ1) ≥ umax(τ2).)

Theorem 4 Let π be any uniform heterogeneous multiprocessor and letτ = τ1 ∪ τ2

be any task set such thatumax(τ1) ≥ umax(τ2) andτ1 andτ2 are disjoint. If

0 ≤ b ≤ S`(π)− Usum(τ1)− (`− 1) · umax(τ1), and

Usum(τ2) ≤ S(π)− S`(π) + b− (m− `) · umax(τ2),

thenτ is r-SVP(τ1, `, b)-schedulable onπ.

Just as semi-partitioning without virtual processors can be repeated several times,
so can semi-partitioning with virtual processors. The main difference is that while
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(m − 1) semi-partitions without virtual processors results in a fully partitioned sys-
tem, the same does not hold for semi-partitioning with virtual processors. There-
fore, r-SVP(τ1,m1, b1; τ2,m2, b2; . . . ; τr,mr, br) denotes ther-EDF schedule with
the following restrictions

The task setsτ1, τ2, . . . , τr+1 are disjoint
τ1 can execute only on processorss1, s2, . . . , sm1

τ2 can execute only on processorss1, s2, . . . , sm2

At mostb1 units ofτ2 can can be present ons1, s2, . . . , sm1

...

τr can execute only on processorssmr−2+1, smr−2+2, . . . , smr

At mostbr−1 units ofτr can can be present onsmr−2+1, smr−2+2, . . . , smr−1

τr+1 can execute only on processorssmr−1+1, smr−1+2, . . . , sm

At mostbr units ofτr+1 can can be present onsmr−1+1, smr−1+2, . . . , smr

Thus, the test forr-SVP(τ1,m1, b1; τ2,m2, b2; . . . ; τr,mr, br)-schedulability would
involve (r + 1) applications of Theorem 1, each of which must be satisfied.

Theorem 5 Let π be any uniform heterogeneous multiprocessor and letτ be any
task set. Assumeτ is comprised of(r + 1) disjoint task setsτ1, τ2, . . . , τr+1 with
umax(τi) ≥ umax(τi+1) for all 1 ≤ i ≤ r. If

0 ≤ b1 ≤ Sm1(π)− Usum(τ1)− (m1 − 1) · umax(τ1),

0 ≤ b2 ≤ Sm2(π)− Sm1(π) + b1 − Usum(τ2)− (m2 −m1) · umax(τ2),

...

0 ≤ bj ≤ Smj (π)− Smj−1(π) + bj−1 − Usum(τj)− (mj −mj−1) · umax(τj),

...

0 ≤ Sm(π)− Smr
(π) + br − Usum(τr+1)− (m−mr) · umax(τr+1)

thenτ is r-SVP(τ1,m1, b1; τ2,m2, b2; . . . ; τr,mr, br)-schedulable onπ.

Notice that thei’th semi-partition can only borrow from the(i − 1)’th semi-
partition. This is because thebk units of spare capacity in thek’th semi-partition
are reserved forτk+1 — if some other task uses some of that capacity thenτk+1 is no
longer guaranteed to meet all of its deadlines.

There are a myriad of possibilities for semi-partitions. This leaves us with the
problem of trying to ensure thatsomesemi-partition exists before we begin searching
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for one. Recall that whenever the task setτ satisfies any of the tests forr-EDF-
schedulability onπ, it follows thatτ can be partition scheduled onπ. This is because
all these tests ensure that whenever a task generates a new job, there will be some
processor with enough spare capacity to accept the job and meet all deadlines. Thus,
if Theorem 1 is satisfied, thenanyattempt to partitionτ ontoπ will succeed. Similarly
if Theorem 5 is satisfied, then any attempt to partitionτ ontoπ will succeed provided
the tasks are assigned to processors within their designated semi-partition or virtual
processor and that all virtual processor bounds are maintained.

Before trying to find a good semi-partition, the user should first ensure that the task
set can be partitioned onto the multiprocessor. Unfortunately, the partitioning problem
is NP-complete in the strong sense [JOH 73, JOH 74]. Instead, the user could try to
partitionτ ontoπ using a partitioning algorithm such as the First Fit Decreasing (FFD)
algorithm, in which tasks are considered in decreasing order of utilization and each
task is assigned to the fastest processor with enough capacity to fit that task. If such
a partitioning exists, then the task set can be semi-partitioned onto the multiprocessor
— in fact, the FFD partitioning is a highly restricted semi-partitioning without any
virtual processors.

If FFD does not successfully partitionτ ontoπ, there may be some other way to
partitionτ ontoπ. In this case, however, it seems unlikely that restricted migration is
the desirable method for schedulingτ on π since restricted migration is designed to
give the system administrator flexibility to balance the load. Ifτ cannot be partitioned
ontoπ using FFD, then the system probably does not have enough spare capacity to
allow for the kind of flexibility inherent in ther-EDF scheduling algorithm.

6. The r-SVP scheduling algorithm

The previous two sections introduce three variations ofr-EDF — one with no
partitioning, one with semi-partitioning and one with semi-partitioning and virtual
processors (r-SVP). The difference between these variations ofr-EDF is the global
scheduler they use to assign jobs to processors as the tasks generate them. In this
section, we will describer-SVP — the restricted-migration, semi-partitioning, global
scheduler with virtual processors. The other variations of global schedulers can be
derived by removing the implementation of the semi-partitioning and/or the virtual
processor from ther-SVP scheduler.

The r-SVP scheduler maintains two variables: SEMIPARTMAP an(s × 3) array,
wheres is the number of semi-partitions in the system, and SLACK , an array ofm ele-
ments, wherem is the number of processors in the system. SEMIPARTMAP maintains
the minimum and maximum processor indices associated with each semi-partition,
denoted SEMIPARTMAP(∗,min) and SEMIPARTMAP(∗,max), respectively, and the
capacity available to loan to the next lighter semi-partition, SEMIPARTMAP(∗, loan).
SLACK(k) is the slack on thek’th processor ofπ. Initially, SLACK(k) = sk for each
k where1 ≤ k ≤ m. SLACK(k) is modified whenever the set of tasks present onsk
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functionr-SVP(job, sp, util, d)
%Submitjob with utilization =util and
% deadline =d to some processor in
% semi-partitionsp
min← SEMIPARTMAP(sp,min)
max← SEMIPARTMAP(sp,max)
j ←index in[min,max] with maximum SLACK

if SLACK(j) < util
min← SEMIPARTMAP(sp− 1,min)
max← SEMIPARTMAP(sp− 1,max)
j ←index in[min,max] with maximum SLACK

if SLACK(j) ≥ util
SEMIPARTMAP(sp− 1, loan)←

SEMIPARTMAP(sp− 1, loan)− util
set interrupt to increase SEMIPARTMAP(sp− 1, loan)

by util at timed
else

error
fi

fi
submitjob to processorj
SLACK(j)← SLACK(j)− util
set interrupt to increase SLACK(j) by util at timed

return

Figure 3. Ther-SVP global scheduler

changes —i.e.,when a job is assigned tosk, a job’s deadline elapses, orsk becomes
idle. In the first and second cases, SLACK(k) is reduced or increased, respectively, by
the utilization associated with the job. In the third case, SLACK(k) is reset tosk. The
pseudo-code forr-SVP is shown in Figure 6.

When a job is generated by a task and submitted to ther-SVP global scheduler,
it must provide three parameters: the semi-partition to which the task belongs,sp,
the task’s utilization,uj , and the job’s deadlined. r-SVP then assigns the job to
the processorsk in semi-partitionsp with the most slack, ifslackk ≥ uj . Other-
wise it assigns the job to the processor in semi-partition (sp-1) with the most slack.
SLACK(k) is decreased byuj to reflect the arrival of the job. If the job is assigned to
semi-partition (sp-1), SEMIPARTMAP(sp− 1, loan) is also decreased byuj . Finally,
an interrupt is set to increase SLACK (k) (and SEMIPARTMAP(sp − 1, loan), if nec-
essary) when the job’s deadline elapses. Sincer-SVP uses the values in SLACK (*) to
determine the processor assignments, it is essential that the interrupts that occur at job
deadlines have higher priority than ther-SVP algorithm. Otherwise, if a job arrives
at another job’s deadline,r-SVP may erroneously determine that the arriving job can
not fit onto any processor.
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The version ofr-SVP shown in Figure 2 can be varied in several ways — either
to address different system requirements or to optimize the algorithm. For example,
in Figure 2,r-SVP assigns jobs to the processor with the most slack. However, any
method may be used to select among the eligible processors (e.g., first fit, best fit,
worst fit, random fit). The choice depends on the load-balancing goal for the given
system. For example, if the system was also executing non-real-time jobs, then the
properties of these jobs may affect the method used to assign jobs to processors. If
there were only a few non-real-time jobs and they were fairly large, then the system
may want allow those jobs to execute on the fastest processors possible. In this case,
a best fit strategy may be used to assign jobs to processors. In this strategy, a job
would be assigned to the processor whose slack was closest to to the utilization of the
generating job. On the other hand, if there were many small non-real-time jobs, the
strategy used in Figure 6 may be best, in which each job is assigned to the processor
with the maximum slack. This strategy distributes the slack among processors and
allows the non-real-time jobs to execute in parallel on several processors whenever
the real-time jobs are not executing.

7. Conclusion and future work

This paper considersEDF-scheduling of periodic and sporadic task sets on uni-
form heterogeneous multiprocessors where restricted migration is allowed. Migrating
state from one processor to another may result in unacceptable overhead. Therefore,
the scheme presented in this paper does not allow jobs to migrate between proces-
sors — once a task generates a job and that job is assigned to a specific processor, it
can not move to any other processor. However, there are tasks that do not maintain
statebetweenjobs. These tasks would be appropriate candidates for scheduling with
restricted migration.

We have discussed several approaches to restricted migration scheduling. First,
we considered the case where a job can be scheduled on any processor with enough
available capacity and we developed a utilization-based schedulability test for this
type of task system. However, we showed that jobs with widely divergent task utiliza-
tions may fail this test. Due to this observation, we introduced the concept ofsemi-
partitioning in which jobs generated by a given task may only be executed on a subset
of all the processors in the system and we showed how to modify the schedulability
test to account for this restriction. Finally, we developed a method for recapturing the
capacity that may be wasted by the semi-partitioning scheme usingvirtual processors
and we once again showed how to modify the schedulability test to account for these
virtual processors.

This paper is a first look at restricted migration on uniform heterogeneous mul-
tiprocessors and there are many more interesting avenues of research on this topic.
For example, we may want to consider task sets in which different tasks have dif-
ferent migration requirements — some tasks may be allowed to execute only on a
single processor, some may allow for restricted migration, and some may allow for
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full migration. Also, while we assumed that processors scheduled jobs using preemp-
tive EDF, restricted migration may be used in conjunction with any job scheduling
algorithm. It would be interesting to consider how the results in this paper would be
affected if a different model algorithm were used — for example, if the algorithm did
not allow for preemption or if the model included precedence constraints in which
some jobs must complete before others can begin executing. If the task set being
scheduled is dynamic, it may be interesting to consider the implications of allowing
semi-partitions to be dynamic as well. More research is required to determine how to
find the best semi-partitions for a given system. In particular, dynamic programming
techniques may be useful in finding semi-partitions. Finally, we would like to perform
some experiments to determine what types of systems are best-suited to restricted mi-
gration scheduling and, if semi-partitions are used, what is the best method for finding
semi-partitions.

The authors would like to thank Joël Goossens for useful discussions and for trans-
lating the abstract.
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