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Abstract The ever increasing deployment of broadband
networks and simultaneous proliferation of low-cost video
capturing and multimedia-enabled mobile devices such as
smart cellular phones, netbook computers, and tablet
computers have triggered a wave of novel mobile multimedia applications making video streaming on mobile
devices increasingly popular and commonplace. Networked environments consisting of mobile devices tend to
be highly heterogeneous in terms of client-side and systemwide resource constraints, clients’ queries for information,
geospatial distribution, and dynamic trajectories of the
mobile clients, and client-side and server-side privacy and
security requirements. Invariably, the video streams need
to be personalized to provide a resource-constrained
mobile device with video content that is most relevant to
the client’s request while simultaneously satisfying the
client-side and system-wide resource constraints, privacy
and security requirements and the constraints imposed by
the geospatial distribution and dynamic trajectories of the
mobile clients relative to the server(s). In this paper, we
present the design and implementation of a distributed
system, consisting of several geographically distributed
video personalization servers and proxy caches, for efficient dissemination of personalized video in a resource-

constrained mobile environment. With the objective of
optimizing cache performance, a novel cache replacement
policy and multi-stage client request aggregation strategy,
both of which are specifically tailored for personalized
video content, are proposed. A novel Latency-Biased
Collaborative Caching (LBCC) protocol based on counting
Bloom filters is designed for further enhancing the scalability and efficiency of disseminating personalized video
content. The benefits and costs associated with collaborative caching for disseminating personalized video content
to resource-constrained and geographically distributed clients are analyzed and experimentally verified. The impact
of different levels of collaboration among the caches and
the advantages of using multiple video personalization
servers with varying degrees of mirrored content on the
efficiency of personalized video delivery are also studied.
Experimental results demonstrate that the proposed collaborative caching scheme, coupled with the proposed
personalization-aware cache replacement and client request
aggregation strategies, provides a means for efficient dissemination of personalized video streams in resourceconstrained environments.
Keywords Collaborative caching  Video personalization 
Cache replacement  Request aggregation

Communicated by B. Li.
S. M. Bhandarkar (&)  L. Ramaswamy  H. K. Devulapally
Department of Computer Science, The University of Georgia,
Athens, GA 30602-7404, USA
e-mail: suchi@cs.uga.edu
L. Ramaswamy
e-mail: laks@cs.uga.edu
H. K. Devulapally
e-mail: dhari28@gmail.com

1 Introduction
Recent years have witnessed an ever increasing deployment
of broadband networks accompanied by a simultaneous
proliferation of multimedia-enabled mobile computing and
communication devices making video streaming on these
mobile devices increasingly popular and commonplace.
Mobile computing and communication devices such as
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smart cellular phones, netbook computers and tablet computers have become increasingly capable of storing, rendering and displaying multimedia content. Applications
such as Internet-scale video on demand, community-based
video sharing and mobile video conferencing have resulted
in the development of large-scale systems for delivery of
video to heterogeneous mobile clients. Consequently, user
demand for web-based and cellular services that entail
transmission and rendering of streaming video to/on these
mobile devices has grown considerably.
Despite recent technological advances, networked
environments consisting of mobile devices pose significant
challenges on account of their inherent inhomogeneity.
The inhomogeneity arises from the varying client-side
and system-wide resource constraints, the various clientinitiated queries for information, the geospatial distribution
and varying dynamic trajectories of the mobile clients, and
varying client-side and server-side security and privacy
requirements. The client-side resource constraints typically
include limits on the battery capacity, screen resolution,
and the video decoding and rendering capabilities of the
mobile device whereas the most common system-wide
resource constraint is the limited network bandwidth.
Consequently, for effective transmission and dissemination
of video in networked mobile environments, it is imperative that the original video content be adapted or personalized to fulfill multiple client requests, while
simultaneously satisfying the various client-side and system-wide resource constraints, client-side and server-side
privacy and security requirements and the constraints
imposed by the geospatial distribution and dynamic trajectories of the mobile clients relative to the server(s).
Moreover, to optimize the semantic content of the video
delivered in response to a client-initiated request, the video
personalization needs to be performed at a sufficiently high
level of content abstraction. However, such a high-level
personalization of the underlying video data imposes a
significant resource overhead on the origin servers and the
network. Thus, efficient dissemination of personalized
video in a resource-constrained mobile environment poses
a significant challenge along multiple dimensions.

2 Related work
Conventional video adaptation or personalization techniques focus on adapting the video bit rate via computation
of the Discrete Cosine Transform (DCT) of the video
frames [16, 38, 47] or on adapting the video frame resolution [61] to meet the available channel capacity. Temporal video adaptation schemes vary the video frame rate to
satisfy the bit rate requirements imposed by a network,
maintain a higher quality of the encoded video frames, or

123

satisfy the viewing time limitations imposed by a client
[12]. The typical goal of the conventional video adaptation
schemes is to adapt the amount of resources consumed to
receive, render, play and view the video stream to match
the client-side and system-wide resource constraints while
preserving the desired level of detail [46]. These adaptation
techniques are based primarily on statistical analysis of
low-level (i.e., pixel-level or feature-level) video content
and are oblivious to the high-level semantic content of the
underlying video. Consequently, the transcoded output is
often divorced from human visual perception of the
information conveyed by the video stream.
Semantic content-based video personalization, on the
other hand, takes into account the high-level semantic
content of the underlying video stream prior to its adaptation. The goal is to provide personalized video content
that is most relevant to the client-initiated request while
taking into account the availability (and paucity) of various
client-side and system-wide resources. The video is typically transformed into static images by extracting a set of
key frames whereas the accompanying audio is transcoded
into text [34]. Dynamic motion panoramas are typically
used to represent both dynamic and static scene elements in
a geometrically consistent manner [3, 28, 29, 55]. The
personalization process is modeled as one of combinatorial
optimization by solving the classical 0/1 Knapsack Problem (0/1KP) or the Fractional Knapsack Problem (FKP)
[36]. Tseng et al. [52] propose a personalization strategy
termed as context clustering based on grouping of
successive shots in a video stream that are visually similar. Context clustering is shown to be an enhancement of
the FKP-based personalization scheme proposed in [36]
in that it considers the temporal smoothness of the generated video summary to improve the client’s viewing
experience.
One of the major shortcomings of the 0/1KP-based and
FKP-based personalization strategies is that they can only
deal with a single constraint at a time. As mentioned previously, high-level video personalization in heterogeneous
mobile environments, on the other hand, requires the
simultaneous satisfaction of multiple client-side, serverside and system-wide constraints. In this paper, we focus
on the problem of video personalization in a networked
mobile environment in the face of multiple varying clientside and system-wide resource constraints with the goals of
maximizing the relevance of the personalized content to the
client-initiated request(s) while simultaneously minimizing
the client-experienced latency. Accounting for constraints
imposed by the client-side and server-side privacy and
security requirements and by the geospatial distribution
and dynamic trajectories of the mobile clients relative to
the server(s) is not within the purview of the current paper;
it is a topic for future research.

Collaborative caching of personalized video streams

Closely tied to the issue of generation of high-level
personalized video content is its efficient dissemination.
Proxy-based caching has proved to be a reliable strategy to
improve the performance and scalability of multimedia
content delivery systems. Caching is particularly important
in the case of networked mobile environments since the
mobile clients may reside in network locations that are
remote from the origin servers. Caching not only reduces
the client-experienced latency, but also alleviates the load
on the origin servers. However, personalization of video
content may undermine the benefits of caching. Unless the
caching is done in an intelligent manner, personalization
naturally limits the opportunities for content reuse. This
research presents the design and implementation of a novel
collaborative caching-based framework that is personalization-aware, i.e., capable of disseminating personalized
video content to a large number of resource-constrained
mobile client devices in a scalable manner. Our framework
consists of one or more Video Personalization Servers
(VPSs) [10, 11] and several geographically distributed
caches [13, 31]. The VPSs perform automatic video segmentation and index the segmented videos based on the
semantics of their contents [15, 57]. The caches serve the
client requests by performing on-the-fly composition of
personalized video streams based on the clients’ content
preferences and the specified client-side and system-wide
resource constraints [10, 11]. The personalized video
stream is generated by solving the Multiple-Choice MultiDimensional Knapsack Problem (MMKP) [1, 25, 58] which
allows for the simultaneous satisfaction of multiple clientside, server-side and system-wide resource constraints.
Cooperative caching has been previously studied in the
context of proxy and edge caching for delivering web
content [7, 17–19, 37, 45, 49]. The Internet Cache Protocol
(ICP) [27] was designed specifically for communication
among cooperative web caches. Several alternatives to the
ICP for optimizing communication costs or other performance parameters have also been developed; examples
include directory-based schemes [19, 49], cache routing
schemes [50, 53] and multicast-based schemes [37]. In
directory-based schemes, each cache maintains possibly
inexact and incomplete listings of the contents of all other
cooperating caches, whereas multicast-based schemes utilize Internet Protocol (IP)-level multicasting for inter-cache
communication. Routing schemes hash each document to a
cache in the cooperative group which is responsible for
retrieving and storing the document. A major issue in
large-scale cooperative proxy and edge caching is that of
forming effective cooperative groups. Typical approaches
to forming effective cooperative groups consider the
communication latencies among caches within the same
group and the latency of communicating with the origin
server [44].

Cache placement and replacement policies have also
been studied in the context of web caching [2, 32, 39, 43].
Least Recently Used (LRU) and Least Frequently Used
(LFU) are among the most well-known cache replacement
schemes. Least Unified Value (LUV) was proposed as a
more generic cache replacement policy which replaces the
document with the least value where the value is determined by a function defined based on the environmental
parameters and specific objectives that the caching scheme
seeks to optimize. Whereas replacement policies decide
which document should be replaced when the cache is full,
placement policies decide whether or not to cache an
incoming document, and if so, where it should be cached.
Adaptable controlled replication [60] and expiration agebased placement [43] are some of the prominent data
placement techniques.

3 Contributions of the proposed framework
The proposed personalized video delivery framework is
characterized by the following unique features that do not
exist in conventional content delivery and caching schemes
described previously.
1.

2.

3.

4.

The caches incorporate a multi-stage client request
aggregation scheme to reduce the time taken by
the caching proxies to generate and disseminate the
personalized video and consequently reduce the clientexperienced latency [56]. The caches are also capable
of on-the-fly generation and composition of the
personalized video streams by solving the MMKP
[58].
The framework incorporates a novel cache replacement policy that is aware of the existence of different
personalized versions of the same underlying video
data [40].
The framework incorporates a novel Latency-Biased
Collaborative Caching (LBCC) protocol based on
counting Bloom filters to support the efficient caching
of personalized video content and to further enhance
cache effectiveness. The proposed framework allows
for varying degrees of collaboration among the caches,
ranging from restricted collaboration between a few
caches to collaboration among all the caches in the
network.
The framework allows for multiple Video Personalization Servers (VPSs) and proxy caches, with varying
degrees of content replication among the servers.

To the best of our knowledge, the proposed framework
represents one of the first attempts at a holistic investigation of the various tradeoffs involved in the creation of
personalized video content and its efficient dissemination
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in a heterogeneous mobile networked environment. It is
also one of the first attempts to combine video personalization and video delivery in a resource-constrained
networked environment based on semantic content of the
video. The proposed framework can be incorporated within
an existing content delivery network (CDN). While many
CDNs use some form of collaborative caching [6], the
proposed framework is unique in that the proxy caches are
actively engaged in high-level personalization of video
content. By enabling more efficient caching and delivery of
layered video, the proposed framework can potentially
improve the performance of existing CDNs that host large
amounts of layered video content. In this paper, we study
the effectiveness and efficiency of the proposed framework
via extensive experimental evaluation. The experimental
results show that the techniques and mechanisms underlying the proposed framework yield substantial performance
benefits.

4 System overview
The high-level architecture of the proposed personalized
video dissemination framework is depicted in Fig. 1. The
networked mobile multimedia environment consists of one
or more VPSs [10] that host the video content and a
number of cooperating geographically distributed proxy
caches at the edge of network [31]. Each proxy cache is
responsible for serving mobile clients in a certain geographical area, in the sense that the client requests for video
Fig. 1 Overview of the
personalized video delivery
system architecture
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content are directed first to the corresponding proxy cache.
The proxy caches are transparent to the clients in the sense
that the client requests are automatically redirected to the
best proxy based on criteria such as proximity and load.
However, our system currently assumes that a client
completes its video download before it moves to a different
geographic location. Upon receiving a client request, the
proxy cache determines whether or not the video segments
needed for serving the request are locally available. If so,
the proxy cache generates the video stream from the locally
available video segments and transmits the video stream to
the requesting client(s); if not, the proxy cache first obtains
the relevant video segments from other nearby caches or
from the VPSs before generating the video stream and
transmitting it to the requesting client(s).
In the proposed system, the communication between
clients and the proxy cache typically occurs in two phases.
In the first phase, the client requests for the personalized
video content to be generated whereas in the second phase,
the client actually downloads the generated personalized
content. Since the actual download occurs in the second
phase of communication, the proxy cache which acts as an
intermediary between the clients and the VPSs, can learn
important statistics about the client requests to personalize
the video to be disseminated in the second phase of
communication.
The proposed framework supports multiple levels of
client privilege in terms of the visual quality and content
abstraction of the delivered video. In the current implementation of the proposed framework, there are two levels
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of client privilege termed as subscribing and non-subscribing with the former having priority over the latter. The
proxy cache design uses a content-aware video re-encoding
scheme based on Features, Motion and Object Enhanced
Multi-Resolution (FMOE-MR) encoding of the texture
within each video frame [8] combined with a Generative
Sketch (GS) encoding of the object outlines in each video
frame [9]. By tuning the parameters of the FMOE-MR and
GS encodings [24], it is possible to generate multiple
versions of the original video with varying degrees of
visual quality and content abstraction and correspondingly
varying file sizes [11].
Using the aforementioned two-phase communication
protocol, the caching proxies serve multiple clients with
different levels of privilege by generating video streams of
different levels of visual quality and content abstraction
(and correspondingly varying file sizes). Consequently, the
proposed system performs significantly better than standard
caching techniques. In the current implementation of the
system, the video streams are delivered at three levels
based on the client-side and system-wide resource constraints and the two levels of client privilege, i.e., the original video Vorg, which is deemed to be of the highest
visual quality (and has the largest file size), the FMOEMR-encoded and GS-encoded video Vmid, which is of
intermediate visual quality (and has an intermediate file
size), and a base quality video Vbase which is deemed to be
of the lowest visual quality (and has the smallest file size).

5 Design of the video personalization server (VPS)
The VPS is designed to serve videos at varying levels of
visual quality and content abstraction. The videos hosted
by the VPS are first segmented and indexed based on the
semantics of their contents and then transcoded at multiple
levels of content abstraction [58]. This allows for video
personalization based on the clients’ requests and preferences with regard to the video content and the client-side
and system-wide resource constraints.
5.1 Video segmentation and indexing
A stochastic multi-level or hierarchical Hidden Markov
Model (HMM)-based algorithm is used for video segmentation and indexing wherein the input video stream is
classified frame by frame into semantic units [57]. A
semantic unit within a video stream is a video segment that
can be associated with a clear semantic meaning or concept
and consists of a concatenation of semantically and temporally related video shots or video scenes. Instead of
detecting video shots or scenes, it is often much more
useful to recognize semantic units within a video stream to

be able to support video retrieval based on high-level
semantic content. Note that visually similar video shots or
video scenes may be contained within unrelated semantic
units. Thus, video retrieval based purely on detection of
video shots or video scenes will not necessarily reflect the
semantic content of the underlying video stream.
The semantic units within a video stream can be spliced
together to form a logical video sequence that the viewer
can understand. In well-organized videos, such as TV
broadcast news and sports programs, the video can be
viewed as a sequence of semantic units that are concatenated based on a predefined video program syntax. Parsing
a video file into semantic units enables video retrieval
based on high-level semantic content and playback of
logically coherent blocks within a video stream. Automatic
indexing of semantic components within a video stream
enables a viewer to jump straight to points of interest
within the indexed video stream, or even skip advertisement breaks during video playback. A video stream is
modeled at both the semantic unit level and the program
model level. For each video semantic unit, an HMM is
generated to model the stochastic behavior of the sequence
of feature emissions from the image frames. Each image
frame in a video stream is characterized by a multidimensional feature vector. A video stream is considered to
generate a sequence of these feature vectors based on the
underlying stochastic process that is modeled by a multilevel or hierarchical HMM [57].
In the proposed system, two categories of features are
extracted from each image frame in the video stream. The
first category includes a set of simple features wherein the
dynamic characteristics of the image frames comprising
the video stream are captured by the differences of successive image frames at both the pixel level and the histogram level. Various motion-based measures describing
the movement of the objects in the image frames are used,
including the motion centroid of the image, and intensity of
motion. Measures of illumination change at both the pixel
level and the histogram level are also included in the multidimensional feature vector. The feature extraction process
is detailed in Ref. [15]. In the second feature category,
Tamura features [48] are used to capture the textural
characteristics, such as contrast, coarseness, and directionality, of the image frames at the level of human perception. These Tamura features have been used
successfully in content-based image retrieval [22] where
their inclusion is observed to improve the accuracy of
temporal video segmentation and video indexing.
In our video segmentation and video indexing scheme
based on semantic video content, we define six semantic
concepts for TV broadcast news video, namely, News
Anchor, News, Sports News, Commercial, Weather Forecast and Program Header, and three semantic concepts for
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Major League Soccer (MLS) video, i.e., Zoom Out, Close
Up, and Replay [57]. An HMM is formulated for each
individual semantic concept. The optimal HMM parameters for each semantic unit are learned from the feature
vector sequences obtained from the training video data. In
the proposed scheme, the HMMs for individual semantic
units are trained separately using the training feature vector
sequences. This allows for modularity in the learning
procedure and flexibility in terms of being able to accommodate various types of video data. We adopt a universal
left-to-right HMM topology, i.e., an HMM topology where
no backward state transitions are allowed, with continuous
observations of the feature vector emissions [41]. The
distribution of the feature vector emissions in the HMM is
approximated by a mixture of Gaussian distributions [26].
The search space for the proposed single-pass video
segmentation and video indexing procedure is characterized by the concatenation of the HMMs corresponding to
the individual semantic units. The HMM corresponding to
an individual semantic unit essentially models the stochastic behavior of the sequence of image features within
the scope of that semantic unit. Transitions among these
semantic unit HMMs are regulated by a prespecified video
program model. The Viterbi algorithm [23] is used to
determine the optimal path in the concatenation of the
HMMs to segment and index video stream in a single pass
[41].

6 Collaborative caching for personalized video
In our earlier work on resource-constrained video personalization, the VPS creates personalized video streams in
response to the clients’ requests by determining a solution
to the MMKP [58]. In this paper, we extend our previous
work by incorporating collaborative caching within the
video personalization framework to efficiently disseminate
personalized video streams from the edge of the network.
As mentioned in Sect. 4, the proposed framework consists
of several geographically distributed proxy caches located
at the edge of the network. The proxy cache that is geospatially closest to a client receives its requests. It is the
responsibility of the proxy cache to compose the corresponding personalized video stream and deliver it to the
client. In this sense, the proxy cache assumes some of the
responsibilities of the VPS as described in [58]. We first
describe the design and working of the individual proxy
caches in our system while emphasizing their unique features, namely, multi-stage client request aggregation and
personalization-aware cache replacement. We then explain
our technique for collaboratively serving the cache misses.
Finally, we describe in detail the protocol followed by the
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proxy cache and the clients to synchronize the delivered
video content with the VPS contents.
6.1 Proxy cache design
The cache receiving a client request assumes responsibility
for serving the request. First, the cache needs to decide
which video segments should be included in the video
stream by computing the relevance of the individual video
segments to the client request. Second, it has to obtain the
segments from other caches or from the VPSs (if they are
not locally available) to compose the video stream. Third,
the video stream has to be personalized to satisfy the clientside and system-wide resource constraints. The first and the
third steps are jointly referred to as personalized video
stream composition, a function which was performed
entirely by the VPS in the earlier version of the system
[58]. Finally, the cache has to replace some of the segments
in its local storage to make space for the incoming video
segments.
6.2 Relevance computation and summarization
As mentioned in Sect. 5.1, the video segments obtained via
segmentation of the video stream are indexed using
semantic terms derived from the WordNet ontology [21].
While composing the video stream to serve a client request,
the proxy cache assigns a relevance value to each video
segment based on the client’s specified preference(s) with
regard to the video content. Assume that the video segment
Si is indexed by the semantic term Ti from the WordNet
ontology. In its request, the client specifies a preference for
video content using a descriptive term P, which is also
contained in the WordNet ontology. The relevance value Vi
assigned to the video segment Si is then given by
Vi ¼ similarityðTi ; PÞ

where 0  Vi  1

ð1Þ

In the current implementation, the similarity function is
evaluated using the lch algorithm [33] which computes the
tree traversal distance between the two terms in the
WordNet hierarchy.
Each indexed video segment is summarized at multiple
levels of abstraction using content-aware key frame
selection [4] and motion panorama computation algorithms
[3]. Each video summary consists of a set of key frames
and motion panoramas. For each video segment, its original version is assumed to contain the highest amount of
detail; whereas its summary at the highest level of
abstraction is assumed to contain the least amount of detail.
It is reasonable to assume that the amount of information
contained within a video summary (relative to the original
version) is related to its duration, thus,
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Vi;k ¼ Vi;o  f ðLi;k =Li;o Þ

ð2Þ

where Vi,o = Vi is the relevance value of the original video
segment Si computed using Eq. (1), Li,o and Li,k are the
time durations of the original video segment and the video
summary, respectively, and f is the function that computes
the relevance or information content of a video summary
relative to the original video segment. Typically, the
information content of a video summary (relative to the
original version) does not necessarily increase linearly with
its relative duration, resulting in a non-linear formulation
for f. In our previous work [58], we have shown the Zipf
function [59] to be effective in modeling the information
content of a video summary relative to its original version.
6.3 MMKP-based video stream personalization
The objective of video personalization is to present a
customized or personalized video summary that retains as
much of the semantic content desired by the client as
possible, but within the resource constraints imposed by the
client and the network. The client typically wants to
retrieve and view only the contents that match its content
preferences. In order to generate the personalized video
summary, the client preferences, the client usage environment, and the client-side and system-level resource constraints need to be considered. The personalization engine
selects the optimal set of video contents (i.e., the most
relevant set of video summaries) for the client within the
resource constraints imposed by the client. We have
implemented an MMKP-based video personalization
strategy to generate a customized response to the client’s
request while satisfying multiple client-side and systemlevel resource constraints. Compared to the 0/1KP-based
and the FKP-based video personalization strategies presented in [36, 51] and [52], the MMKP-based video personalization strategy is shown to include more relevant
information in its response to the client’s request. The
MMKP-based personalization strategy is also shown to
support multiple client-side constraints [58], in contrast to
the 0/1KP-based and the FKP-based personalization strategies which can support only a single client-side resource
constraint at a time [36, 51, 52]. The MMKP has also been
used in peer-to-peer (P2P) systems for optimal dissemination of layered video content [14].
In many applications, it is desirable to provide the client
with as much information as possible. In such cases, it may
be preferable to include shorter video summaries in the
response rather than a single video segment of longer
duration that contains more details. For example, if a client
needs to browse the sports news of the day, it might be
helpful to provide it with multiple, though short, sports
news summaries rather than a single long and detailed

video segment containing news of a specific sport. The
MMKP-based video personalization strategy [1, 25] is able
to achieve this objective. In the current implementation, the
MMKP is solved using a Branch-and-Bound Integer Programming (BBIP) algorithm implemented in MATLAB
[54].
6.4 Multistage client request aggregation
A proxy cache can receive simultaneous requests from
several clients. Retrieving video segments and composing
the personalized video streams to individually serve each
of the client requests place a significant load on the proxy
cache and on the VPSs. Aggregating several client requests
into a single request alleviates the computational load on
the proxy caches and VPSs, and reduces the network
bandwidth requirement and the latency experienced by the
clients. The client requests arriving at the proxy cache can
be characterized based on arrival time, video content
preferences, and the client-side resource constraints [56].
The client requests are clustered in multiple stages using
the aforementioned parameters. The first clustering stage
involves batching client requests arriving within a prespecified time window into batch groups. Next, the client
requests within a batch group with similar video content
preference values are further clustered into content service
groups using an adaptive k-means clustering algorithm
[30]. The client requests within a content service group are
further clustered based on client-side resource constraints
to generate a set of service groups using a hierarchical
clustering algorithm [30]. The client requests within each
service group are served simultaneously via a single
response by the proxy cache or VPS [40, 56]. The multistage client request aggregation has been shown to result in
significant resource savings in terms of client battery
power, network bandwidth, and server CPU cycles while
delivering personalized video content that most closely
matches the clients’ request(s) with minimal client-experienced latency [56].
6.5 Personalization-aware cache replacement policy
The proposed cache replacement policy is novel in that it is
cognizant of the potential existence of multiple personalized versions of a video segment at varying levels of
content abstraction, i.e., Vorg, Vmid, and Vbase, where each
version represents a distinct level of visual quality with a
corresponding file size. The proxy caches are capable of
generating Vmid and Vbase from Vorg in real time. The personalization-aware cache replacement policy is also cognizant of the client’s level of privilege, i.e., subscribing or
non-subscribing. The subscribing clients pay for and are
guaranteed to receive the best quality video Vorg whereas
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for non-subscribing clients the proxy cache provides the
best quality video from among the versions Vorg, Vmid, and
Vbase present in the cache. If none of the versions
Vorg, Vmid, and Vbase is present in the proxy cache, the
client request is treated as a cache miss in the case of a nonsubscribing client. In contrast, in the case of a subscribing
client, the client request is treated as a cache miss if the
version Vorg is absent from the cache.
In the event of a cache miss, regardless of the client’s
level of privilege, the requested file is relayed from the
VPS and also stored in the cache simultaneously. If
required, the cache replacement policy is enforced to
replace (an) existing file(s) in the cache in ascending order
of retention value RV (i.e., lowest RV value first) to make
space for the requested file. For the proposed Number of
Common Clients over Size (NCCS) cache replacement
policy, we compute the RV as follows: RV ¼ NCC
FS ; where
NCC is the number of common clients requesting that
particular file and FS is the file size [40]. In the proposed
NCCS cache replacement policy, the video file with the
minimum RV is first identified and the versions Vorg, Vmid
and Vbase of the identified video file removed in that order
until there is enough space to load the requested file in the
proxy cache. This top-down approach ensures that the
version of a video segment which takes up the largest
amount of space in the cache is removed first, so that space
for more popular video segments can be made.
The proxy cache generates Vmid and Vbase from Vorg in
real time after fetching Vorg from the VPS and stores all of
them locally. The total storage requirement of all the files
Vorg, Vmid, and Vbase is approximately 1.5 times that of Vorg
resulting in an approx. 50 % storage overhead for the video
segment. By ensuring a reasonably good visual quality for
Vmid and Vbase, it is possible to discard Vorg to allow for
extra space in the cache, and yet have videos of reasonable
visual quality resident in the cache, during cache replacement. The proposed NCCS cache replacement policy is
shown to outperform other commonly used cache
replacement policies such as the Least Recently Used
(LRU) and Least Frequently Used (LFU) cache replacement policies [40].

6.6 Collaborative caching
The proposed framework also supports collaboration
among the proxy caches to further improve scalability and
efficiency of personalized video delivery. In instances
where the clients’ requests exhibit considerable geographic
locality, collaboration among proxy caches that serve a
common client pool greatly reduces the number of server
accesses that need to be performed by the proxy caches
thereby improving the scalability of the system. Moreover,
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since accessing content from a nearby proxy cache is
usually faster and cheaper in terms of bandwidth consumption on the network backbone, collaborative caching
reduces significantly the client-experienced latency. In a
collaborative caching scheme, in the event of a cache miss,
the proxy cache tries to locate the corresponding video
segment in nearby proxy caches. Only if none of the nearby
proxy caches has the video segment, the closest VPS is
contacted. To account for varying levels of client privilege,
if the requesting client is subscribing, we obtain the Vorg
version of the requested video, even if it requires accessing
the VPS. If the client is non-subscribing, we access the best
version that is available on a nearby proxy cache to serve
the non-subscribing client.
In order to enable efficient collaboration, it is essential
for each proxy cache to maintain up-to-date information
about the contents of other nearby caches. Our design
employs counting Bloom filters [5, 20] to mitigate the
information maintenance costs of collaborative caching. A
traditional Bloom filter is essentially a collection of bit
arrays which are mapped using a number of hash functions
to support membership queries [42]. Several hash functions
are used to map elements with distinct IDs to their corresponding bit positions in the Bloom filter. For querying
whether or not an element is present, the element ID is fed
to all the hash functions, and it is verified whether or not
the bit location generated by each hash function is indeed
one; if so, the element is deemed to be present else absent.
To add an element to the Bloom filter, its ID is fed to each
of the hash functions and corresponding bit locations in the
Bloom filter are set to one. The Bloom filter serves as a
compact and efficient means for the proxy caches to share
and maintain information about one another’s contents.
Also, Bloom filters can be easily tuned to provide higher
query accuracy at the cost of higher storage and communication overhead and vice-versa.
In collaborative caching, the file retrieval errors are
represented by false hits or false misses. A false miss
occurs when a file is resident in a particular cache, but the
Bloom filter does not reflect this fact. Likewise, a false hit
occurs when a file is not resident in a particular cache, but
its corresponding Bloom filter indicates that the file is
indeed present. In the conventional Bloom filter, deletion
of elements is not permitted. Since a deletion would set
some bits of the Bloom filter to zero and there could be
more than a single element mapped to a particular bit
location, deleting an element would result in false misses
for other elements. Thus, the possibility of a false miss is
ruled out in the case of a conventional Bloom filter.
However, a false hit can occur because more than a single
element can be mapped to a given bit location in the Bloom
filter. During file retrieval in response to a query, it is
possible for all the hash functions of a Bloom filter to
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Fig. 2 Cache hit ratio for
NCCS and LFU for varying
cache sizes: 5, 25, and 45 % of
VPS storage capacity

Fig. 3 Cache byte hit ratio for
NCCS and LFU for varying
cache sizes: 5, 25, and 45 % of
VPS storage capacity

return a value of one for a file that is not resident in the
cache, thus resulting in a false hit. The size of the bit array
in the Bloom filter is inversely proportional to the probability of false hits. For an m-bit array, the probability that
an element is absent in the set although all the hash functions return a value of one is given by
p ¼ ð1  expkn=m Þk

ð3Þ

where k is the number of hash functions used and n is the
expected number of files. To determine the optimal number
of hash functions, we use the following relation given by
[42]
k ¼ ðm=nÞ ln 2

ð4Þ

Thus, the false hit rate can be controlled via a judicious
choice of the bit array size in the Bloom filter.
The fact that the conventional Bloom filter does not
support deletion of elements is a significant drawback in
the context of our application since proxy caches regularly
purge video segments during cache replacement. Unless

the corresponding Bloom filters reflect these removals, a
very large number of false hits would result on account of
caches incorrectly deciding that a particular video segment
is resident in another nearby cache when it is not. In order
to overcome this problem, we employed a counting Bloom
filter [5, 20] in the proposed collaborative caching scheme.
In a counting Bloom filter, the bit array of the conventional
Bloom filter is replaced by an array of n-bit counters.
Initially, all the bits in each counter are set to zero. In the
event that a video segment is added to a cache, the counter
corresponding to each of the hash functions is incremented
by one; likewise if a video segment is deleted, the counter
corresponding to each of the hash functions is decremented
by one. An element is deemed to be present if all the hash
functions return a value greater than zero and absent
otherwise.
In the proposed collaborative caching scheme, each
proxy cache constructs and maintains a counting Bloom
filter which, at all times, accurately reflects the status of the
video segments that are currently resident in the proxy
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Fig. 4 The average client-experienced latency associated with collaborative and non-collaborative caching as a function of cache size.
Both NCCS and LFU cache replacement policies are considered. The
client-experienced latency is computed as a percentage of the clientexperienced latency in the absence of caching whereas the cache size
is computed as a percentage of the VPS storage capacity. LFU-C LFU
cache replacement scheme with collaborative caching, NCCS-C
NCCS cache replacement scheme with collaborative caching, LFUNC LFU cache replacement scheme with no caching, NCCS-NC
NCCS cache replacement with no caching
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reflect the additions and deletions that have occurred at the
corresponding proxy caches since the last exchange. When
a proxy cache needs a particular video segment to serve a
client request, it first checks whether a locally available
video segment can be used for serving the user request. If
the client is a subscribing client, a video segment is considered to be usable if it not only has the requested ID but
is also the Vorg version of the video requested by the client.
If the client is a non-subscribing client, a video segment
with matching ID regardless of its version is considered to
be usable. If no usable video segment is available locally,
the proxy cache checks whether a usable video segment is
available in proximal proxy caches using the corresponding
counting Bloom filter copies. If so, it contacts the proxy
cache where the segment is available, obtains it, and serves
the client. If none of the nearby proxy caches have the
video segment, the request is sent to the origin VPS. Notice
that both false hits and false misses are possible although
their probabilities can be made very small by more frequent
exchanges between the counting Bloom filters. False hits
are resolved at the proxy cache serving the client request by
sending a request for the relevant video segment to the
origin VPS.

An experimental prototype of the proposed personalized
video content delivery framework was implemented and
evaluated. The experimental evaluation had three goals: (a)
to evaluate the effects of cache cooperation on the scalability and performance of the system, (b) to evaluate the
performance of the system using multiple VPSs with
varying degrees of mirrored content, and (c) to study the
limitations of cache cooperation in a ring-based network
topology.
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Fig. 5 The average client-experienced latency associated with the
NCCS and LFU cache replacement policies (computed as a percentage of the client-experienced latency in the absence of caching) with
increasing inter-cache communication latency. LFU-C LFU cache
replacement scheme with collaborative caching, NCCS-C NCCS
cache replacement scheme with collaborative caching

cache. The concatenation of the video segment ID and the
version ID is used as the index for the counting Bloom
filters. The collaborating proxy caches exchange their
counting Bloom filters periodically. Thus, each proxy
cache has copies of the counting Bloom filters of all the
proximal proxy caches. However, these counting Bloom
filter copies available at an individual proxy cache will not
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7.1 Experimental environment for a single VPS
scenario
The simulation environment consists of a single VPS and
three proxy caches. The VPS and proxy caches are
deployed on 2.79 GHz Pentium-4 workstations, each with
2 GB of RAM and running the Linux Red Hat 4 operating
system. The number of clients varies between 50 and 200.
However, unless specified otherwise, the results presented
in this paper are for simulations involving 150 clients. It is
assumed that 40 % of the clients are subscribing clients;
the rest are non-subscribing. The size of the time window
in the first stage of client-request aggregation at the caching
proxies is set to 3 s.
Our experiments involve multiple sessions of clientcache-server communication. Each session consists of
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Fig. 6 Cache hit ratio as a
function of client request
heterogeneity for varying cache
sizes: 5, 25, and 45 % of VPS
storage capacity

Fig. 7 Cache byte hit ratio as a
function of client request
heterogeneity for varying cache
sizes: 5, 25 and 45 % of VPS
storage capacity

multiple clients with each client submitting a single request
for its preferred video content. During each session, the
clients contact the Hypertext Transfer Protocol (HTTP)
proxy cache with a random time lag implemented using a
random function generator which follows a Poisson distribution with a maximum delay of 4 s and variance of 2 s.
The client preference value is generated randomly using a

uniform distribution over the elements of the specified
client preference vector. The resource constraints, i.e., the
viewing time limit and the data bandwidth, are each
modeled using a normal distribution. In order to simulate
mobile devices with different viewing time limits, the
values for the viewing time limit are modeled as a mixture
of two normal distributions N 1 ðl1 ; r1 Þ and N 2 ðl2 ; r2 Þ;
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Fig. 8 Comparison of cache
byte hit ratio for random
(Random) and predetermined
client-content category affinity
(Aff) for varying cache sizes:
5–45 % of VPS storage capacity

220

termed a miss. The local hit ratio is defined as the number
of local cache hits expressed as a percentage of total
number of client requests. The remote hit ratio is defined as
the number of remote cache hits expressed as a percentage
of total number of client requests. The cumulative hit ratio
is defined as the sum of the local and remote cache hit
ratios. The various byte hit ratios are defined analogously.
The client-experienced latency is computed as the elapsed
time between the instant that the client submits a request
during the first phase of communication and the instant it
receives the first byte of the first requested video segment
during the second phase of communication.
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Fig. 9 Comparison of client-experienced latency for random (Random) and predetermined client-content category affinity (Affinity) for
varying cache sizes: 5–45 % of VPS storage capacity

where l1 = 50 s, r1 = 70 s and l2 = 150 s, r2 = 70 s.
The data bandwidth is modeled as a normal distribution
N 3 ðl3 ; r3 Þ where l3 = 50 KBps and r3 = 40 Kbps.
We use published standard metrics for evaluating cache
performance, namely, hit ratio, byte hit ratio, and clientexperienced latency. Since our framework involves cooperative caching, we make a distinction between local cache
hits and remote cache hits. If a client request is served by a
proxy cache using content that is available locally (within
the proxy cache itself), then the request is considered to be
a local cache hit. On the other hand, if the content for
serving a client request is obtained from another proxy
cache, the request is termed a remote cache hit. If the
content is obtained from the VPS, then the client request is
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7.2 Simulation results for the single VPS scenario
7.2.1 Evaluation of the NCCS cache replacement policy
Our first set of experiments evaluates the benefits of the
proposed NCCS cache replacement policy in a single VPS
scenario. We compare the performance of NCCS cache
replacement policy with that of the more commonly used
LFU cache replacement strategy. Recall that the retention
value RVNCCS of a video segment under the NCCS cache
replacement policy is given by RVNCCS ¼ NCC
FS where NCC
is the number of common clients requesting that particular
video segment and FS is the associated file size. In the case
of the LFU cache replacement strategy, the retention value
RVLFU of a video segment is given by RVLFU = Nh where
Nh is the number of hits to the video segment since it was
cached. In the first set of experiments, the effectiveness of
cache collaboration under the NCCS cache replacement
policy is evaluated. The origin VPS contains 48 video files.
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Fig. 10 Local and remote
cache hit ratio associated with
the conventional binary Bloom
filter (Regular) and counting
Bloom filter (Counting) for a
predetermined proxy cache size
and varying degrees of clientcontent category affinity

Fig. 11 Local and remote
cache byte hit ratio associated
with the conventional binary
Bloom filter (Regular) and
counting Bloom filter
(Counting) for a predetermined
proxy cache size and varying
degrees of client-content
category affinity

It is assumed that each file is 3000 KB in size. The number
of clients in the environment is 150. We vary the sizes of
the proxy caches from 5 to 45 % of the storage available on
the origin VPS.

We perform various experiments to compare the effectiveness of collaboration between the proxy caches to the
scenario where there is no communication or collaboration
among the proxy caches. We use the parameters remote hit
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Fig. 12 Local and remote
cache hit ratio associated with
the conventional binary Bloom
filter (Regular) and counting
Bloom filter (Counting) for
varying proxy cache sizes
(5, 25, and 45 % of VPS storage
capacity) and predetermined
degree of client-content
category affinity

Fig. 13 Local and remote
cache byte hit ratio associated
with the conventional binary
Bloom filter (Regular) and
counting Bloom filter
(Counting) for varying proxy
cache sizes (5, 25, and 45 % of
VPS storage capacity) and
predetermined degree of clientcontent category affinity

ratio and remote byte hit ratio to evaluate the effectiveness
of cache collaboration. Figure 2 compares the local hit
ratio and remote hit ratio values of NCCS with those of
LFU for varying cache sizes. It is observed that for smaller
cache sizes (5 % of VPS storage capacity), the effect of
collaboration is not significant since it is possible that none
of the proxy caches possesses the requested content. As a
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result, the remote hit ratio contributes insignificantly to the
cumulative hit ratio (local hit ratio ? remote hit ratio).
Likewise, for larger cache sizes (45 % of VPS storage
capacity), it is possible that the requested content is
available locally on the proxy cache, thus greatly reducing
the need for collaboration between the proxy caches. This
is also reflected in the relatively low contribution of the
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Fig. 14 Cumulative cache hit
ratio and cumulative cache byte
hit ratio as a function of the
counting Bloom filter size: 8,
16, and 32 bits per file
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Fig. 15 Mean client-experienced latency as a function of the
counting Bloom filter size: 8, 16, and 32 bits per file

remote hit ratio to the cumulative hit ratio. As shown in
Fig. 2, collaborative caching is most effective in the case of
intermediate cache sizes (25 % of VPS storage capacity)
wherein the remote hit ratio contributes significantly to the
cumulative hit ratio. The above observations are true for
both the NCCS and the LFU cache replacement strategies.
Similar results are observed in the case of the byte hit ratio
as observed in Fig. 3. In both Figs. 2 and 3, the NCCS
cache replacement policy is observed to outperform the
LFU cache replacement policy for varying cache storage
capacities and levels of collaboration.
Figure 4 shows the mean client-experienced latency
(computed as a percentage of the client-experienced latency
in the absence of caching) for the NCCS and LFU cache
replacement policies with and without inter-cache

collaboration for varying cache sizes from 5 to 95 % of the
VPS storage capacity. It can be seen that the collaborative
versions of the NCCS and LFU cache replacement policies
exhibit a lower client-experienced latency than their noncollaborative counterparts. As expected, the benefits of collaboration are more pronounced for intermediate cache sizes
than for very small or very large cache sizes. For small cache
sizes, the overhead introduced by the proxy cache exceeds
the benefits of caching resulting in a client-experienced
latency[ 100 %. The client-experienced latency can be seen
to be a decreasing function of cache size. Also, the NCCS
cache replacement policy, with and without inter-cache
collaboration, is observed to yield a lower client-experienced
latency than its LFU counterpart. Figure 5 shows the average
client-experienced latency (computed as a percentage of the
client-experienced latency in the absence of caching) for the
NCCS and LFU cache replacement policies as a function of
the inter-cache communication cost. As expected, the mean
client-experienced latency increases with the inter-cache
communication latency. It can be observed that when the
inter-cache communication latency exceeds a certain
threshold value, the client-experienced latency exceeds
100 %, thus nullifying the benefits of collaborative caching.
Also, the NCCS cache replacement policy is observed to
yield a consistently lower client-experienced latency than the
LFU cache replacement policy over the entire range of values
for the inter-cache communication latency.
7.2.2 Evaluation of the impact of client request
heterogeneity
We also conduct experiments to determine the effect of
client request heterogeneity on the caching performance.
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Fig. 16 Collaborative proxy
cache architecture with multiple
VPSs

Fig. 17 Comparison of cache
hit ratio: single-VPS scenario
(Single Server) versus multipleVPS scenario (Multiple Server)
for two cache sizes: 25 and
45 % of VPS storage capacity

The VPS contents are classified into predetermined categories and the client requests associated with a particular
proxy cache are characterized by how these requests are
distributed among the various categories. If the client
requests associated with a particular proxy cache exhibit a
strong affinity for a certain content category, then the client
population is deemed less heterogeneous with regard to the
content requests. Conversely, if the client requests associated with a particular proxy cache are uniformly distributed
over the content categories, the client population is deemed
to exhibit maximum heterogeneity with regard to the
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content requests. In Fig. 6, each cluster of bar graphs
denotes a percentage of client requests to content categories other than the dominant content category for a particular proxy cache (thus a higher percentage denotes
greater client request heterogeneity). Within each cluster of
bar graphs, the effect of proxy cache size (as a percentage
of VPS storage capacity) on the cache hit ratio is examined.
As seen in Fig. 6, the client request heterogeneity does not
have a significant impact on the cache hit ratio. Likewise,
as seen in Fig. 7, the client request heterogeneity does not
have a significant impact on the cache byte hit ratio.

Collaborative caching of personalized video streams
Fig. 18 Comparison of cache
byte hit ratio: single-VPS
scenario (Single Server) versus
multiple-VPS scenario
(Multiple Server) for two cache
sizes: 25 and 45 % of VPS
storage capacity

the proxy cache size in both cases. Figure 9 shows the
client-experienced latency in both cases. We observe that
the degree of client-content category affinity does not
significantly impact the client-experienced latency whereas
the proxy cache size (specified as a percentage of the VPS
storage capacity) does affect the client-experienced
latency. As expected, the client-experienced latency is a
decreasing function of the proxy cache size in both cases.
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Fig. 19 Comparison of mean client-experienced latency: single-VPS
scenario (Single Server) versus multiple-VPS scenario (Multiple
Server) for two cache sizes: 25 and 45 % of VPS storage capacity

However, as seen in Figs. 6 and 7, the hit ratio and byte hit
ratio are increasing functions of cache size. Figure 8 shows
the caching performance in terms of the remote and local
hit ratios for two cases with varying proxy cache sizes:
(a) random client-content category affinity for each proxy
cache (where the client requests are uniformly distributed
over all content categories) and (b) pre-defined clientcontent category affinity for each proxy cache where 60 %
of the client requests fall within the dominant content
category for that proxy cache, and the remainder 40 % of
the client requests are uniformly distributed over the
remaining content categories.
We observe that the degree of client-content category
affinity does not significantly impact the cache hit ratio
whereas the proxy cache size (specified as a percentage of
the VPS storage capacity) does affect the cache hit ratio.
As expected, the cache hit ratio is a increasing function of

Figures 10 and 11 compare the performance of the conventional binary Bloom filter to that of the counting Bloom
filter in terms of cache hit ratio and cache byte hit ratio,
respectively, for a constant cache size but varying degrees
of client-content category affinity. The counting Bloom
filter is seen to outperform the binary Bloom filter in terms
of both measures over the range of degrees of clientcontent category affinity. Likewise, Figures 12 and 13
compare the performance of the conventional binary
Bloom filter to that of the counting Bloom filter in terms of
cache hit ratio and cache byte hit ratio, respectively, for
different cache sizes varying from 5 to 45 % of the VPS
storage capacity. The counting Bloom filter is seen to
outperform the binary Bloom filter in terms of both measures over all cache sizes. As expected, the cache hit ratio
and cache byte hit ratio exhibit an increasing trend with
respect to cache size regardless of the Bloom filter implementation. Figure 14 depicts the performance of the
counting Bloom filter in terms of cache hit ratio and cache
byte hit ratio as a function of the Bloom filter size. The
x axis in Fig. 14 represents the number of bits allocated per
file in the counting Bloom filter. Likewise, Fig. 15 shows
the mean client-experienced latency as a function of the
counting Bloom filter size. Figures 14 and 15 show that the
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Fig. 20 Cache hit rate for three
scenarios with varying proxy
cache sizes (5, 25, and 45 % of
VPS storage capacity); FCC
fully collaborative caching,
WCC without collaborative
caching, LBCC latency-biased
collaborative caching

Fig. 21 Cache byte hit rate for
three scenarios with varying
proxy cache sizes (5, 25, and
45 % of VPS storage capacity);
FCC fully collaborative
caching, WCC without
collaborative caching, LBCC
latency-biased collaborative
caching

caching performance improves as the counting Bloom filter
size increases. This is expected, since a larger counting
Bloom filter size provides greater discrimination between
distinct files. However, the performance improvement is
observed to be more significant when the counting Bloom
filter size is increased from 8 bits to 16 bits than when it is
increased from 16 bits to 32 bits. This implies that there is
diminishing return as the counting Bloom filter size is
increased for a given set of video files.
7.3 Simulation results for the multiple VPS scenario
In the second set of experiments, we evaluate the performance of the proposed system with multiple VPSs. Each
VPS holds the same type and number of files, i.e., the video
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content is perfectly mirrored in all the VPSs, and there is
full collaboration among the proxy caches. In event of a
miss, a cache contacts its nearest VPS. A proxy cache
contacts another, more distant VPS, with greater ensuing
latency, in the event that its assigned VPS is overloaded.
For each proxy cache, the VPSs are ordered in order of
increasing distance and ensuing latency.
Figure 16 provides a high-level overview of the multiple-VPS collaborative caching architecture. Figure 17
compares the cache hit ratios for the single-VPS and
multiple-VPS scenarios for two proxy cache sizes, i.e., 25
and 45 % of VPS storage capacity. Likewise, Fig. 18
compares the byte hit ratios for the aforementioned scenarios. Figure 19 shows the client-experienced latency as a
function of proxy cache size for the single-VPS and

Collaborative caching of personalized video streams

7.3.1 Limits of cache collaboration
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Fig. 22 The average client-experienced latency for three scenarios
with varying proxy cache sizes (5, 25, and 45 % of VPS storage
capacity); FCC fully collaborative caching, WCC without collaborative caching, LBCC latency-biased collaborative caching
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Fig. 23 The mean client-experienced latency as a function of proxy
cache size (25 and 45 % of VPS storage capacity) for varying values
of inter-cache communication latency. WCC without collaborative
caching, Sce1 scenario 1 in Sect. 7.3.1, Sce2 scenario 2 in Sect. 7.3.1,
Sce3 scenario 3 in Sect. 7.3.1

multiple-VPS scenarios. These experiments show that
using multiple servers does not affect the caching performance in terms of the local/remote hit ratio or local/remote
byte hit ratio. However, since the proxy cache is able to
reroute its request to an alternative VPS when its assigned
VPS is overloaded, the mean client-experienced latency is
lower in a multiple-VPS scenario than that in a single-VPS
scenario.

In the third set of experiments, the limits of cache collaboration are examined. The proxy caches are assumed to be
connected in a network with a ring topology as shown in
Fig. 16. The network links between the proxy caches and
VPSs are labeled with their respective (relative) latencies.
In the event of a miss, a proxy cache first contacts its
nearest neighboring proxy cache(s) in the network (at a
single-hop distance), moving on to successively farther
proxy caches or VPSs in the network until the requested
content is obtained. In these experiments, we examine three
distinct scenarios, full collaboration, latency-biased collaboration, and no collaboration among the proxy caches.
In the case of full collaboration among the proxy caches, a
proxy cache, in the event of a miss, contacts all the proxy
caches in the network for the needed content, before contacting any of the VPSs. In latency-biased collaboration, a
proxy cache, upon encountering a miss, determines its
nearest neighbor in the network, be it a proxy cache or a
VPS. If a proxy cache determines that a VPS is nearer than
another proxy cache in the network, it contacts the VPS
instead of the proxy cache for the needed content. In the
complete absence of inter-cache collaboration, a proxy
cache encountering a miss contacts the nearest VPS for the
needed content. The values of the local cache hit ratio and
remote cache hit ratio for all the three aforementioned
scenarios for varying cache sizes are shown in Fig. 20.
Likewise, Fig. 21 shows the local cache byte hit ratio and
remote cache byte hit ratio for all the three aforementioned
scenarios for varying cache sizes.
As can be seen in Figs. 20 and 21, the Fully Collaborative Caching (FCC) and Latency-Biased Collaborative
Caching (LBCC) schemes outperform the scheme with no
inter-cache collaboration in terms of cache hit ratio and
cache byte hit ratio. The LBCC scheme has the same local
cache hit ratio and local cache byte hit ratio as the FCC
scheme but has a lower remote cache hit ratio and lower
remote cache byte hit ratio than the latter. This is to be
expected, since the LBCC scheme is more likely to access
a VPS than a remote proxy cache if access to a VPS is seen
to entail a lower latency. Figure 22 shows the clientexperienced latency for varying cache sizes for all the three
aforementioned scenarios. As expected, the LBCC scheme
exhibits the lowest client-experienced latency, whereas
the scheme with no inter-cache collaboration exhibits the
highest client-experienced latency. The performance of the
FCC scheme lies between that of the LBCC scheme and
the scheme with no inter-cache collaboration. In the case of
all the three aforementioned schemes, the client-experienced latency is observed to be a decreasing function of
proxy cache size, which is to be expected.
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Fig. 24 Cache hit ratio for
varying levels of content
replication among the VPSs and
varying values of maximum
network hop distance for intercache collaboration: Single
Hop, Two Hops, and Fully
Collaborative Caching (FCC)
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Fig. 25 The mean client-experienced latency for varying levels of
content replication (0, 50 and 100 % replication) among the VPSs and
varying values of maximum network hop distance for inter-cache
collaboration: Single-Hop, Two Hops and Fully Collaborative
Caching (FCC)

A set of experiments was performed to ascertain that
there exists an inter-cache communication latency threshold above which full collaboration among the proxy caches
would perform worse than no collaboration whatsoever
between the proxy caches. Figure 23 shows the mean client-experienced latency as a function of proxy cache size
for varying values of inter-cache communication latency
where a proxy cache contacts a single assigned VPS in the
event of a miss. In this set of experiments, each client first
accesses a specific cache which is assumed to be the most
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proximal to the client. If the most proximal cache does not
have the requested file, the other caches are accessed in a
ring-like fashion where the access latency varies with the
network hop distance in the ring topology. In the event that
a file is not located in any of the caches, the most proximal
cache accesses a single server in the network which is
assumed to be the most proximal to the cache; the other
servers in the network are not accessed by the most proximal cache. Three scenarios with different inter-cache
communication latency values were considered:
Scenario 1: Access latency for Cache 1 (most proximal
cache): 500; Access latency for Cache 2 or Cache 3:
1000; Access latency for Cache 4 or Cache 5: 2000;
Access latency for Cache 6: 3000; Access latency for
Server 1 (most proximal server): 2500.
Scenario 2: Access latency for Cache 1: 500; Access
latency for Cache 2 or Cache 3: 2000; Access latency for
Cache 4 or Cache 5: 3000; Access latency for Cache 6:
4000; Access latency for Server 1 (most proximal
server): 2500.
Scenario 3: Access latency for Cache 1: 500; Access
latency for Cache 2 or Cache 3: 3000; Access latency for
Cache 4 or Cache 5: 4000; Access latency for Cache 6:
5000; Access latency for Server 1 (most proximal
server): 2500.
It was observed that for low values of inter-cache
communication latency, fully collaborative caching outperforms non-collaborative caching whereas for progressively higher values of inter-cache communication latency,
the advantages of fully collaborative caching are negated,
resulting in performance degradation to the point that fully

Collaborative caching of personalized video streams

collaborative caching performs worse than non-collaborative caching.
7.3.2 Impact of the extent of content replication
among the VPSs
In the final set of experiments, we varied the extent of
content replication among the various VPSs from 0 % (i.e.,
no replication) to 100 % (i.e., full replication or perfectly
mirrored content). We also examined the cache hit ratio as
a function of the maximum network hop distance over
which a proxy cache can collaborate with neighboring
proxy caches (i.e., sphere of inter-cache collaboration).
Figure 24 compares the cache hit ratio for three levels of
content replication among the VPSs (0, 50 and 100 %)
and three values of maximum network hop distance for
inter-cache collaboration (single-hop, two-hop, and full
collaboration). Likewise, Fig. 25 shows the mean clientexperienced latency for the aforementioned levels of content replication among the VPSs and values of maximum
network hop distance for inter-cache collaboration. It is
observed that the local hit ratio increases with increase in
the extent of content replication between the VPSs. It is
also observed that the cumulative cache hit ratio improves
as a result of the increased sphere of collaboration. However, the mean client-experienced latency is observed to
increase with increase in the sphere of inter-cache collaboration implying thereby that the proxy cache is better off
contacting the nearest VPS than a more distant proxy cache
in the network. Also, the mean client-experienced latency
is observed to decrease with increase in the extent of
content replication among the VPSs.

8 Conclusions and future directions
Video personalization is an effective paradigm to counter
heterogeneity among the mobile clients in a typical mobile
networked environment. However, delivering personalized
video content to resource-constrained clients poses significant research challenges. In this paper, we have proposed a
collaborative caching mechanism for personalized video
content delivery consisting of one or more VPSs and several geographically distributed proxy caches. The VPSs use
an automatic video segmentation and video indexing
scheme based on semantic video content and employ a
Multiple-Choice Multi-Dimensional Knapsack Problem
(MMKP)-based video personalization strategy to determine
the personalized video segments based on client preferences and resource constraints. The proxy caches incorporate a novel multi-stage client request aggregation
algorithm and a unique cache replacement policy that
is cognizant of video personalization. The proposed

collaborative caching framework employs a counting
Bloom filter-based mechanism to collaboratively serve
client requests. The counting Bloom filter is shown to be
superior to its conventional binary counterpart in the context of collaborative caching of personalized video.
For networked environments consisting of multiple
VPSs, geographically distributed proxy caches and
resource-constrained mobile clients, a Latency-Biased
Collaborative Caching (LBCC) scheme is proposed which
dynamically adjusts the sphere of inter-cache collaboration,
based on the inter-cache latency and the cache-VPS latency
values. The proposed LBCC scheme is shown to be superior to the fully collaborative caching scheme and the noncollaborative caching scheme. Experiments with different
degrees of client-content category affinity and client heterogeneity indicate that collaborative caching is most
effective when dealing with situations characterized by
high degree of client-content category affinity and low
client heterogeneity. Experiments with different cache
sizes indicate that collaborative caching is most effective
when dealing with intermediate-size caches.
Future work will deal with mobile clients with privacy
constraints and constraints arising from geospatial locations
and geospatial trajectories of the mobile clients in addition
to resource constraints. The current framework will be
enhanced to enable interactive querying of streaming video
data to support interactive video stream control functions
such as skip, rewind, and fast-forward. Video personalization and video delivery in ad hoc peer-to-peer networks
characterized by resource, geospatial and privacy constraints and integration of the proposed FMOE-MR video
encoding scheme with the current MPEG-4 Scalable Video
Encoding (SVC) [35] standard will also be explored.
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