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Introduction

Generation of entire chromosomal maps is a central problem in genetics. Chromosomal maps fall into
two broad categories -genetic maps and physica/ maps.
Genetic maps are typically of low resolution (1-10 million base pairs (Mb) ) and represent an ordering of
genetic markers along a chromosome where the distance between two genetic markers is related to their
recombination frequency. A physical map is an ordering of distinguishable DNA fragments called c/ones
or contigs by their position along the entire chromosome where the clones mayor may not contain genetic
markers. A physical map has a much higher resolution
(10-100 thousand base pairs (Kb )) than a genetic map
of the same chromosome. While genetic maps enable
a scientist to narrow the search for genes to a particular chromosomal region, it is a physical map that
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Figure 1: An example of clone-probe ordering along a
chromosome

ultimately allows the recovery and molecular manipulation of genes of interest.
The physical mapping protocol essentially determines the nature of clonal data and the probe selection procedure. The physical mapping protocol used
in this project is the one based on sampling without
replacement [5]. Under this protocol, a maximal set p
of non-overlapping equal-length clones from a library
is selected as the probe set. The remaining clones C
in the library are hybridized to the probe set resulting in a digital hybridization signature for each clone.
The clone-probe overlap pattern is represented by a
binary hybridization matrix H where H ij = 1 if the

ith clone hybridizes to the jth probe and Hij = 0 otherwise (Table 1). If the probes in p are ordered with
respect to their position along a chromosome, then by
selecting from H a common overlapping clone for each
pair of adjacent probes, a minimal set of clones and
probes that covers the entire chromosome (i.e., a minimal tiling) can be obtained (Figure 1). The minimal
tiling in conjunction with the sequencing of each individual clone/probe in the tiling and a sequence assembly procedure that determines the overlaps between
successive sequenced clones/probes in the tiling [10]
can then be used to reconstruct the DNA sequence
of the entire chromosome. In reality, H could be expected to contain false positives and false negatives.
Hij would be a false positive if Hij = 1 when in fact
Hij = 0. Conversely, Hij would be a false negative if
H ij = 0 when in fact H ij = 1. In this paper, we confine ourselves to errors in the form of false positives
and false negatives.
In this paper we briefly describe a maximum likelihood (ML) estimator proposed in [3, 11, 18] which
determines the ordering of probes in the probe set p
and also the inter-probe spacings under a probabilistic model of hybridization errors consisting of false
positives and false negatives. The estimation procedure involves a combination of discrete and continuous optimization where determining the probe ordering entails discrete (i.e., combinatorial) optimization whereas determining the inter-probe spacings for
a particular probe ordering entails continuous optimization. We propose a two-tier parallelization strategy for efficient implementation of the above estimator. The upper level comprises of parallel discrete
optimization using simulated Monte Carlo methods
whereas the lower level comprises of parallel conjugate
gradient descent. The resulting parallel algorithms
are implemented on a network of shared-memory symmetric multiprocessors (SMPs) using a combination of
the Message Passing Interface (MPI) environment [16]
and multi-threaded programming [2]. Convergence,
speedup and scalability characteristics of the parallel
algorithms are analyzed and discussed.

2

Mathematical
ML Estimator

Formulation

of

the

The ML estimator reconstructs the ordering of
probes in the probe set p and the inter-probe spacings under a probabilistic model of hybridization errors consisting of false positives and false negatives.
The probe ordering problem can be formally stated
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as follows. Given a set p = {Pl,P2,...'Pn}
of n
probes and a set C = {G1, G2, ..., Gk} ofk clones generated using the sampling-without-replacement
protocol and the k x n clone-probe hybridization matrix
H containing both false positives and false negatives
with predefined probabilities, reconstruct the correct
ordering II = ( 7rl , 7r2,..., 7rn ) of the probes and also
the correct spacing y = (Yl,Y2,...'Yn)
between the
probes. The ordering II is a permutation of (1, ..., n)
that gives the labels (indices) of the probes in leftto-right order across the chromosome. In the interprobe spacing vector Y, Yl denotes the space between
the left end of the first probe P.-1 and the left end of
the chromosome, and 1'; the spacing between the right
end of probe P 1 and and the left end of probe P.-i
(where 2.$: i .$:n). The spacing between the right end
of probe P.-n and the right end of the chromosome
is given by Yn+l = N -nM
-l:::~l
1'; where N is
length of the chromosome and M is the length of each
clone/probe. Recall that our protocol requires that all
probes and clones be of the same length.
The problem as stated above is ill-posed since the
underlying constraints do not imply a unique solution.
Hence the problem is formulated as one of determining a probe ordering and the inter-probe spacings that
maximize the likelihood of the observed hybridization
matrix H given predefined probabilities for false positives and false negatives.

2.1

Mathematical

N otation

The mathematical notation used in the formulation
of the ML estimator is given below:
N : Length of the chromosome,
M : Length of a clone/probe,
n : Number of probes,
k : Number of clones,
p : Probability of false positive,
77: Probability of false negative,
H = ((hi,j))l~i~k,l~j~n:
clone-probe hybridization
matrix,
where
h. .',1 -O

{1

if clone Ci hybridizes with probe Pj
otherwise,

H i: ith row of the hybridization matrix,
n = (7r1,.",7rn):
permutation of{1,2"",n}
which
denotes the probe labels in the ordering when scanned
from left to right along the chromosome,
Pi = )::::j=l hi,j : number of 1's in Hi ,
P = ):::::=1Pi: total number of 1's in H, and
y = (Y1, Y2, ' , , , y n): vector of inter-clone spacings
where Yi is the spacing between the right end of P7fi-l
and the left end of P7fi (2 ~ i ~ n), and Y1 is the

and for j = 0,

,n,
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M+ '2

= M

-min(Y;+l,

M)

= min{Yj, M) + min{Yj+l , M)
~

'..

M-Y,

M)

(4)

for j = 1, ..., n the probability POnly that a randomly
chosen clone will fall in the region RO(Prj ) is given by:
P;
-min(Yj
Only -N

, M) + min(Yj+l,
-M

M)

(5)

given by [3, 18]:

(1)

n

for j = 1 ,

-min(Yj+l,
-M

and for j = 0, ..., n the probability PNone that a randomly chosen clone will fall in the region RN(P7fj) is

Given a vector of inter-probe spacings y
(Yl, ...,Yn), there are 2n+l possible cases to consider
depending on whether 0 ~ Yi ~ M or Yi > M where
0 ~ i ~ n + 1. It can be shown that the 2n+l cases
can be analyzed based on the clone-probe overlap pattern [3, 18]. In general, the clone-probe overlap pattern results in three different types of regions namely,
Type I: The Both region RB(P.-j, P.-j+l) between
probes P.-j and P.-j+l' forj = 1,...,n-l.
An intervening clone hybridizes to both probes if its left end
falls in this region (Figure 2).
Type 2: The On/y region Ro(P.-j) of probe P.-j, for
j = 1, ..., n. A clone will hybridize to P.-j only if its
left end falls in this region (Figure 3).
Type 3: The None region RN(P.-j) after probe P.-j ,
for j = 0, ..., n. A clone will hybridize to no probe if
its left end falls in this region. Here probe P.-o denotes
the beginning of the chromosome (Figure 4) .
Let /(R) denote the length of region R. It can be
shown that for j = 1, ..., n -1,
Prj+l))

-M
Both -N

n and

The ML Model

l(RB(P7rj,

(3)

2

spacing between the left end of P7rl and the left end
of the chromosome, and
F ~ nn:
set of feasible interprobe
spacings Y =
{Yl,...,Yn}
such that Yi
N -nM
-'""":'
L =l Yi.-.> °

M)

We assume that the left ends of the clones are uniformly distributed over the interval [0, N -M]. Therefore it can be shown that for j = 1,. ..,n -1, the
probability PBoth that a randomly chosen clone will
fall in the region RB(P7fj' P7fj+l) is given by:

I
~

~~~

" +'i

Type

= Yj+l -min(Yj+l,

(2)

P

~.~

I M-Y,I

P(Hi I II,Y)
n

Y,

Figure 4: Inter-probe spacings: Type 3
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M)

(6)

=

L P(Hi
j=l
n-l

I ll, Y, Oi,j)P(Oi,j

I ll, Y) +

L P(Hi I ll,Y, Bi,j)P(Bi,j
j=l
n

I ll,Y)

L P(Hi I ll, Y, Ni,j )P(Ni,j
j=O

I ll, Y)

+

(7)

Given ll, Y and Oi,j, implies that only hi,7rj = 1 and
all the remaining entries in row Hi should be = 0. In
other words, hi,7rj # 1 implies a false negative and a 1
in any other column position in the row Hi implies a
false positive. That is,
=

{

with
with

~

~
0+

-min(Yj+l,
M

Let Gi,j be the event that the clone i will fall in the
region Ro ( P" j ) ; Bi ,j the event that the clone i will fall
in the region RB(P"j' P"j+l) and Ni,j the event that
the clone i will fall in the region RN(P".j). Then the
conditional probability of observing a clonal signature
Hi (i.e., the ith row in H) given a probe ordering II
and an inter-probe spacing vector Y is given by

hi,7rj
P.,
~~~~~~~~~~~~~~~

-Yj+l
None -N-

and

for

k = 1,

probability
probability

1]
(1 -1])

(8)

(1p.

(9)

n where k # j

hi,..k = { ~

with
with

probability
probability

p)

We assume that the false positive and false negative
errors at different positions along the clonal signature
H i are independent
of each other. Hence
P(Hi

I ll,Y,Oi,j)

p(Pi-hi.~j)

.(1-

.

p)(n-l)-(Pi-hi,~j)

(10)

The goal therefore is to determine II and ¥ that maximize P(H I ll, ¥) as given in equation (14), that is
determine (fi, Y) where

P(Hi III, Y, Bi,j ) =
.1J(2-hi",j-hi",j+l)

p(Pi-hi",j -hi,..j+l ) .(1-

(fi, Y) = arg max P(H I ll, ¥)
(II,Y)

.

p)(n-2)-(Pi-hi",j

-hi,..j+l )
(11)

f(II,Y)
I n, Y, Ni,j

) = rI;

.(1-

p)(n-p;)

(12)

Hence we get

P(Hi

= L

[(1-

7])hi",j

= -lnP(H

Since In x is a monotonically
for all x > 0, it follows that

llI,Y)

increasing

function

(fl, ¥) = arg max P(H I ll, Y) = arg mill f(ll,
(n,Y)
(n,Y)

n
ll, Y)
I

.7](l-hi",j)

(18)

Alternatively
we could consider the negative loglikelihood function f(ll, Y) given by

and
P(Hi

(17)

j=l

Following the same argument we can show that

(1-1J)(hi",j+hi",j+l)

(n-l)
+ M L
ai,1Cjai,1Cj+l

Ri = N -nM

.17(l-hi,~j)

p)(n-Pi)
1"

and

=

(1 -17)hi.~j

PPi(l-

Ci

of x

y

j=l
p(Pi-hi",j)
min(Yj,

.(1M)

p)(n-l)-(Pi-h;,~j)

+ min(Yj+l,

.

2.3

]

N-M

+

[(l-17)(hi",j+hi",j+l)

Computing the values of tI and y involves a two

, 17(2-hi",j-hi",j+l).

j=l

p(Pi-hi",j

-hi",j+l)

.M

-min(Y;+l

, M)

]

+

N-M

[ ppi .(1-

p)(n-Pi)

.Y;+1

t

j=O

f(lI,Yn)

-min(Y;+l,
N-

]

We assume that the clones E C are independently distributed along the chromosome i.e., each row of H is
independent of the other rows. Hence P(H I n, Y) =
P(H; I n, Y) which gives us

I

II,Y)

=

IICi

minf(lI,¥)
y

=

min/n(¥)
y

(21)

Here the minimum is taken over all feasible solutions
¥ that satisfy the constraints Yi ;::: 0; i = 1, ..., n and
}:=7=1 1"; ~ N -nM
Stage

.

2: We determine
j(fi,~

ft for which,

n') = minj(ll,Yn)
n

Here the minimum

= mint y'
n

(ll)
n

is taken over all n where n is a

permutation
of { 1, ..., n} .The
resulting values of fi
and y ii are termed the ML estimates of the true probe
ordering and the inter-probe
spacings, respectively.

k
P(H

=

M)

M

(13)

n:=l

of the ML Estimate

stage procedure:
Stage 1: We first determine the optimal spacing Yn
for a given probe ordering II i.e., determine Yn =
(Y1, ..., Yn} such that for a given ll,

n-l
L

Computation

M)

{Ri-

i=l
n+l
L(ai,1rj
j=l

-1

)( ai,1rj-l

-1 )min(}j , M)

(14)

where

ai,j

-

~
li=.!l.i
p
0

if h;,j = O and j = 1,

,n

ifh;,j

,n

= 1 and j = 1,

(15)

otherwise,
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2.3.1

Computation

of Yn

It can be shown that for a given probe ordering ll,
fu(Y) is convex in a finite number of closed regions in
:F ~ nn and therefore possesses a unique local minimum which is also a global minimum [3, 18]. A region
1J ~ nn is deemed to be convex if for any pair of points
p, q E 1J, all points along the line segment ap+(l-a)q

~

E V where O ::;: a::;: 1. A function

h : V f-+ R defined

on a convex set V is deemed convex if for all points
ap+ (1- a)q E V where 0::;: a::;: 1, h (ap + (1- a)q)
::;: ah(p)+(I-a)h(q).
the line segment

Alternatively,
if ~h
?: O along
ap + ( 1 -a )q , then function h can

shown to satisfy the above condition for convexity [18].
Furthermore,
a region V ~ :F is considered good if for
all Y E V, Yi # M, 1::;: i::;: n + 1. The significance of
a good region is that /n(Y)
is differentiable
within it.
The objective function /n(Y)
can be expressed as

/n(Y)

= c-

k
Llnfi(Y
i=l

(23)

where
n+l

/;(y

=

~

-L(ai,..j

-l)(ai,..j-l

-l)Yj

(24)

j=l

Consider a good convex region V ~ F where ¥j # M
for 1 ~ j ~ n. Consider all points y = p + sV for
s > O which lie on a ray originating
at a given point
p E C in the direction
V. In C the derivative of f
along the ray is given by
d
d:;fn(Y)

Consider
the four
disjoint
subregions:!"
:!"+1,-1, :!"-1,+1 and :!"-1,-1 within:!"
where

'
~ -~

1
d
h(\')d:;h(Y

(25)

where

=

-l)(a;,1rj-l

-l)I(Yj)

-

j=l

(26)

(ai,1rn -l)I(Yn+l»

J:"a,b

~
-{Y

E :F
Yi

~

: aYl

~

aM

~

i ~

N;

M,2

+1,+1

;
bYn+l

~

bM}

(29)

Each of these regions is convex since they result from
the intersection of half spaces. Also, since the derivative of fn(Y) is defined in the interior of each subregion, each subregion is good. Note that we can define
the derivative on the boundary of each subregion F a,b,
a,b E {-1,+1},
based on the direction in which the
boundary point is approached. Thus by selecting a
starting point in each of the subregions ( or as many
subregions as possible without violating any feasibility constraints), one can compute a local minimum for
fn(Y) in each of the subregions and select the minimum of these local minima to be the global minimum
of /n(Y) [11].
The local minimum of /n(Y) in each of the aforementioned four disjoint subregions within F can be
reached using continuous local search-based techniques such as the steepest descent search [8]. The
steepest descent search is a simple iterative procedure
which consists of three steps: (i) Determine the initial value of Y, (ii) Compute the downhill gradient at
Y and (iii) Update the current value of Y using the
computed value of the downhill gradient. Steps (ii)
and (iii) are repeated until the gradient vanishes, or
in practice, until the gradient magnitude is less than
a prespecified threshold. The local downhill gradient
is given by:
-vf(n,Y)

=

- ( Of(n,

Y)
OYl

' ...,

and I(x) is a unit step function defined as
(U1,...,Un)

l(x)

=

1
if x < M ,
O
if x > M,
undefined if x = M .

Using the fact that b fi(Y)
:an be shown that

k
d2
dsifn(Y) = L
i=l

U

= O along the ray, it

>0

(28)

This implies that /n(Y) is convex in every good convex
region V and therefore possessesa unique local minimum which is also a global minimum. Consequently,
this minimum can be reached using continuous local
search-based techniques such as steepest descent or
conjugate gradient descent [4, 12, 17].
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Iy=y

Iy=y

(30)

The current value of f = fold is updated by moving along the downhill gradient direction U. The new
value of f = f new is given by f new = f old + sU. The
problem, therefore, is to find an optimal value of s,
say s" such that

(31)
Having obtained the value of s* , then the new interprobe spacings are given by y new = Yold + s* U .
To determine an optimal value of s = s* we exploit the convexity of fu(Y) which implies that the
local optimum for s is also a global optimum. Using the constraints that the spacings are non-negative,

the clones and probes are of fixed length and the total length of the chromosome is fixed, we compute the
upper and lower bounds on the values of s and use
the bisection method [17] to find the optimal value
of s = s* .If
any of the boundary conditions (represented as hyperplanes) on the Yi's for i = 1, ...I n
are violated, the gradient vector U is projected onto
the admissible region which is represented as the intersection of the k hyperplanes corresponding to the k
violated constraints [4] .The minimization procedure
then proceeds along the projected gradient direction
Uproj instead of U. In the limiting case when k = n,
the minimization procedure has reached an extremal
vertex of the admissible region and Uproj = 0. In
this case, the extremal vertex is the desired minimum
within the admissible region. Thus the minimization
procedure is halted when U vanishes or when an extremal vertex is reached (i.e., Uproj vanishes) depending on which situation is encountered first.
2.3.2

Computation

of tI

Determining the optimal clone ordering tI, entails a
combinatorial search through the discrete space of all
possible permutations of { 1, ..., n} .The problem of
coming up with such an optimal ordering is isomorphic
to the classical NP-complete Traveling Salesman Problem (TSP) for which no polynomial-time algorithm for
determining the optimal solution is known [6]. One
could use a simulated Monte Carlo search method such
as Simulated Annealing (SA) [7] or the Large Step
Markov Chain (LSMC) [14] both of which are known
to be robust in the presence of local optima in the solution space and give near-optimal solutions in average
polynomial time.
A single iteration of SA consists of three phases: (i)
perturb, (ii) evaluate, and (iii) decide. In the perturb
phase, the probe ordering is systematically perturbed
by reversing the ordering within a block of probes
where the endpoints of the block are chosen at random. This perturbation is referred to as a 2-opt heuristic in the context of the TSP [13] .In the evaluate
phase, f(n, Yn) is computed. In the decide phase, the
new probe ordering is accepted and replaces the current probe ordering probabilistically using a stochastic
decision function such as the Metropolis decision function [15] or the Boltzmann decision function [1]. After
several iterations at a particular value of temperature
( termed as an annealing step) , the stochastic decision
function is annealed in a manner such that the optimization process resembles a random search in the
earlier stages and a greedy local search or a deterministic hill-climbing search in the latter stages. The
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SA algorithm, starting from an initial solution, generates in the limit, an ergodic Markov chain of solution
states which asymptotically converges to a stationary
Boltzmann distribution [1]. The Boltzmann distribution asymptotically converges to a globally optimal
solution when subject to the annealing process [7].
The LSMC algorithm, on the other hand, combines
the stochastic decision function with exhaustive local
search using the 2-opt heuristic. At any point in the
search space, an exhaustive local search is performed
using the 2-opt heuristic. The locally optimum solution is considered to be the current solution. The
current solution is subject to a non-local perturbation
termed as a double-bridge kick [14] which results in
a transition to a non-local point in the search space.
An exhaustive local 2-opt search is performed starting from this new point yielding a new local optimum.
The choice between the new local optimum and the
current solution is then made using the Metropolis
decision function or the Boltzmann decision function
as in the case of SA. The exhaustive local search using
the 2-opt heuristic would, strictly speaking, entail the
evaluation of the objective function f(n, Y) after each
2-opt perturbation. This would cause the LSMC algorithm to be computationally extremely intensive. As
an effective compromise, the exhaustive local search
is performed using a modified objective function. The
column in the hybridization matrix H corresponding
to a given clone could be considered as a binary hybridization signature of that clone. The modified objective function fD (n) computes the sum of the Hamming distances between the binary hybridization signatures of successive probes in a given probe ordering
n. The local minimum of fD(n) is sought using the
2-opt heuristic. Since the modified objective function
fD(n) is much easier to compute than the originalobjective function f(n, Y), the exhaustive local search is
very fast. The LSMC algorithm is illustrated in Figure
5. Note, that whereas the SA algorithm samples the
entire search space, the LSMC algorithm samples only
the space of locally optimal solutions. The Metropolis
decision function or the Boltzmann decision function
in the case of the LSMC algorithm is annealed in a
manner similar to the SA algorithm.
The annealing schedule needed for asymptotic convergence of SA or LSMC is computationally intensive.
This provides the motivation for the parallel computation of the ML estimator. We refer the interested
reader to [7] and [14] for a more in-depth treatment of
the SA and LSMC algorithms.

using a combination

of MPI

and multi-threaded

pro-

gramming.

3.1

N
C: Current locally optimal solution
I: Intermediate Solution
N: New locally optimal solution
OB: double bridge perturbation
2-opt: exhaustive2-opt search

Figure 5: The LSMC Algorithm
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Figure 6: The Two-Ievel Parallel Computation
Maximum Likelihood Estimator
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Parallel Computation
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of the ML Es-

We propose a two-tier parallel computation of the
ML estimator corresponding to the two stages of optimization as shown in Figure 6.
Level I: Parallel computation of the optimal interprobe spacing Yn for a given probe ordering II that
minimizes f(ll, Yn). This entails parallelization of the
gradient descent search procedure for constrained optimization in the continuous domain.
Level 2: Parallel computation of the optimal probe
ordering ft for which f(ft, Yfl) is minimum.
This
entails parallelization of the simulated Monte Carlo
search procedure (SA or LSMC) for optimization in
the discrete domain.
The parallel algorithms were implemented on a cluster
of shared-memory symmetric multiprocessors (SMPs)
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Parallel Monte Carlo Search

We have formulated and implemented two models
of parallel SA (PSA) and parallel LSMC (PLSMC)
algorithms based on the distribution of the Markov
chain of solution states on an MPI cluster. These
models incorporate control parallelism with multiple
interacting or non-interacting searches of the solution
space and are described below:
(i) The Non-Interacting Local Markov chain (NILM)
PSA and PLSMC algorithms.
(ii) The Periodically Interacting Local Markov chain
(PILM) PSA and PLSMC algorithms.
In the NILM PSA/PLSMC algorithms, each SMP
runs an independent version of the serial SA/LSMC
algorithm.
Each Markov chain of solution states is
local to a given SMP. The SA/LSMC algorithms run
concurrently but asynchronously on each SMP. The
evaluation function and the decision function are executed concurrently on the solution state within each
SMP. On termination of the annealing processes on
all the processors, the best solution is selected from
among all the solutions available on the individual
SMPs. The NILM model is essentially that of multiple independent (i.e., noninteracting) searches.
The PILM PSA/PLSMC algorithms are similar to
their NILM counterparts except for the fact that just
before the temperature parameter is updated using the
annealing function, the best candidate solution from
among those in all the SMPs is selected and duplicated on all the SMPs. This focuses the search in
the more promising regions of the solution space. The
PILM model is essentially that of multiple periodically
interacting searches.
In the case of all the above PSA/PLSMC algorithms, a master process is used as the overall controlling process. The master process runs on one of the
SMPs and spawns child processes on each SMP within
the MPI system, broadcasts the data subsets needed
by each child process, collects the final results from
each child process and terminates the child processes.
In the case of the PILM PSA/PLSMC algorithms, at
each annealing step, the master process collects the results from each child process and broadcasts the best
result to all the child processes. On convergence, the
master process collects the final results from each of
the child processes, selects the best result as the final
solution and terminates the child processes.
Each child process in the PILM PSA/PLSMC algorithm receives the initial parameters from the master~

process and runs its local version of the SA/LSMC algorithm. At the end of each annealing step each child
process conveys its result to the master process, receives the best result thus far from the master process
and replaces its result with the best result thus far
before proceeding with the next annealing step. On
convergence each child process conveys its result to
the master process. The master and child processes
for the NILM PSA/PLSMC algorithms are similar to
those of their PILM counterparts except for the absence of the periodic interaction at the end of each
annealing step.

3.2

Parallel Gradient Descent Search

Steepest descent search and conjugate gradient descent (CGD) search are generally used for unconstrained optimization in the continuous domain. The
steepest descent search, in our case, has been adapted
to the fact that the solution space of the inter-probe
spacings is constrained since O ~ Yi ~ M for i =
1, ..., n. We have used the CGD search instead of the
steepest descent search since the former is known to be
one of the fastest in the class of gradient descent- based
optimization methods [8].
The CG D search is very similar to the steepest descent procedure with the only difference that different
directions are followed while minimizing the objective
function. Instead of consistently following the local
downhill gradient direction, a set of n mutually orthonormal (i.e., conjugate) direction vectors are generated from the downhill gradient vector where n is
the dimensionality of the solution space [17] .U nlike
the steepest descent algorithm, the CGD algorithm
guarantees convergence to a local minimum within n
steps.
Due to its inherent sequential nature, we deemed
data parallelism to be appropriate for the parallel
CGD algorithm. The Y and U vectors are distributed
amongst the different processors within an single SMP
and each processor performs the gradient vector computation and updates to the inter-probe spacing vector using its local subvectors Yloc and Uloc concurrently with the other processors within the SMP. Here,
lYiocl = IYI/Np and IUlocl = IUI/Np where Np is
the number of processors within each SMP. A multithreaded programming approach [2] was used with a
single thread running on a single processor within the
SMP. Since the individual subvectors have to be periodically distributed amongst the processors and also
periodically gathered to compute a global value for s
during the bisection procedure, the threads have to
be periodically synchronized using a barrier. Updates
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to global values in shared memory (such as the global
sum of the vector components) are controlled using
mutex (mutual exclusion) locks.

3.3

A Two-tier
Estimator

Parallelization

of the

ML

In order to ensure a scalable implementation, two
tiers of parallelism were incorporated in the computation of the ML estimator. The finer or lower level
of parallelism pertains to the computation of y for
a given probe ordering II using the parallel multithreaded COD algorithm for continuous optimization.
The coarser or upper level of parallelization pertains
to the computation of fi using a simulated Monte
Carlo algorithm for discrete optimization. The multithreaded COD algorithm is embedded within each
of the parallel Monte Carlo algorithms and, as such,
the parallelization of the COD algorithm at the finer
level is transparent to the parallel Monte Carlo algorithm at the coarser level. When the parallel COD
procedure is invoked from within the master or child
Monte Carlo process, a new set of child COD processes
(i.e. threads) is spawned on the available processors
(within an SMP), whereas the master COD process
(i.e. thread) runs on the same processor as the Monte
Carlo process (master or child). The master and child
COD processes (i.e. threads) cooperate to evaluate
and minimize the value of f(lI, Yn). Once f(lI, Yn)
is minimized, the child COD processes (i.e. threads)
terminate and the corresponding processors within an
SMP are available for future computation. The twotier parallelism approach induces a logical tree-shaped
interconnection network on the processors within the
SMP cluster .

4

Experimental

Results

The parallel algorithms were implemented on an 8node dedicated cluster of SMPs running Solaris-x86.
Each node is an SMP consisting of 4 Intel Xeon 700
MHz processors with 1 MB cache per processor and
1 GB of shared memory (RAM). The serial SA and
LSMC algorithms were implemented with following
parameters: the initial value for the temperature T
was chosen to be 0.5, the maximum number of iterations D for each annealing step was chosen to be 100.n.
The current annealing step was terminated when the
maximum number of iterations was reached or when
the number of successful perturbations equaled 10 .n
whichever was encountered first. The temperature

25
Nun-D:&BJS

Figure 7: Parallel (multithreaded)
Speedup curves

CGD algorithm

was systematically reduced using a geometric annealing schedule of the form Tnext = (Y..Tprev , with the
annealing factor (Y.= 0.95. The algorithm was terminated when the number of successful perturbations in
any annealing step equaled 0.
In the case of the parallel SA and LSMC algorithms
the product ofNsMP (the number ofSMPs) and the
maximum number of iterations D performed by an
SMP in a single annealing step was kept constant i.e.,
D = (lOO. n)/NsMP.
This ensured that the overall
workload remained constant as the number of processors was varied, thus enabling one to examine the scalability of the speedup and efficiency of the algorithms
for a given problem size with increasing number of
processors. The other parameters for the parallel algorithms were identical to those of their serial counterparts. In the NILM PSA/PLSMC algorithms, each
process was independently terminated when the number of successful perturbations in any annealing step
for that process equaled 0. In the PILM PSA/PLSMC
algorithms, each process was terminated when the
number of successful perturbations in an annealing
step equaled 0 for a// the processes. This condition
was checked during the synchronization phase at the
end of each annealing step.
The parallel CGD algorithm was tested on simulated chromosomal data sets with a varying number of probes and clones (n, k) = (50,300), (200,1300)
and (500,3250). Figure 7 shows the resulting speedup
curves and Figure 8 the resulting efficiency curves.
These results are in conformity with our expectations
since the inter-thread synchronization overhead and
the wait times tend to increasingly dominate the overall execution time with an increasing number of processors for a given value of n. The payoff in the parallelization of the CGD algorithm is better realized for
larger values of n (i.e., larger problem sizes).
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Figure 8: Parallel (multithreaded)
Efficiency curves

CGD algorithm

Figure 9: Parallel SA on simulated data:
curves
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Figure 10: Parallel SA on simulated data: Efficiency
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Figure 16: Parallel LSMC on real data from cosmid 2
and cosmid 3 of N eurospora crassa: Efficiency curves
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Figure 17: Comparison of convergence rates of the
serial SA and serial LSMC algorithms on simulated
data with (n, k) = (50,300)

In the case of the PSA and PLSMC algorithms, we
experimented with simulated chromosomal data with
varying number of probes and clones. The false positive and false negative rates were assumed to be 2%.
Figures 9 and 10 show the speedup and efficiency, respectively, of the PSA algorithm on simulated data.
Figures 13 and 14 show the speedup and efficiency,
respectively, of the PSA algorithm on simulated data.
The PSA and PLSMC algorithms were also tested on
real data derived from cosmid 2 (n = 109, k = 2046)
and cosmid 3 (n = 111, k = 1937) of the fungus Neurospora crassa. Figures 11 and 12 show the speedup
and efficiency, respectively, of the PSA algorithm on
real data. Figures 15 and 16 show the speedup and efficiency, respectively, of the PLSMC algorithm on real
data. As can be observed, the PSA and PLSMC algorithms exhibit consistent and scalable speedup with
increasing number of processors. As expected, the
speedup scales better with increasing number of processors for larger values of n (i.e. , larger problem size) .
Overall, the PSA algorithm was seen to scale better
than the PLSMC algorithm. The reason for this is
that the serial LSMC algorithm is much faster than
the serial SA algorithm as shown in Figures 17 and 18
on simulated and real data respectively. This implies
that the PLSMC algorithm is better suited for larger
problem instances than the PSA algorithm.
The absolute root mean squared error (RMSE) X
between the true inter-probe spacings Y and the estimated inter-probe spacings y is defined as X =
fif;!E.
The RMSE value is typically expressed as
a percentage of N (the chromosome length). In our
experiments, the percent RMSE value was observed
to lie in the range [0.34%,2.63%] for the simulated
data. The percent RMSE value was also observed to
asymptotically approach 0 in the limit n -+ 00, which
is in conformity with the statistical theory underlying
maximum likelihood (ML) estimation [9] .
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Figure 18: Comparison of convergence rates of the
serial SA and serial LSMC algorithms on real data
from cosmid 2 of N eurospora crassa
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5

Conclusions and F\1ture Directions

In this paper we presented a maximum likelihood
(ML) estimation-based approach to physical map reconstruction under a probabilistic model of hybridization errors consisting of false positives and false negatives.
The ML estimate reconstructs the optimal probe ordering and optimal inter-probe spacings
when used in conjunction with the sampling-withoutreplacement experimental protocol. The estimation
procedure was shown to entail continuous optimization for determining the optimal inter-probe spacings

for a given probe ordering and combinatorial optimization for determining the optimal probe ordering. A two-tier parallelization strategy was proposed
wherein the CGD search algorithm for continuous optimization is parallelized at the lower level and the
SA or LSMC algorithm for combinatorial optimization is simultaneously parallelized at the higher level.
The parallel ML estimation algorithm was shown to
amenable to efficient implementation on a network of
SMPs where the CGD search is parallelized on a single
SMP using shared-memory, multi-threaded programming whereas the SA-based or LSMC-based Monte
Carlo search is parallelized on the SMP network using
the distributed-memory, message-passing-based programming paradigm within the MPI environment.
Future research will investigate extensions of the
maximum likelihood function that also encapsulate
errors due to repeat DNA sequences in addition to
false positives and false negatives. The current implementation of the ML estimator is targeted towards a
homogeneous platform such as a network of identical
SMPs. Future research will explore and address issues
that deal with the parallelization of the ML estimator on a heterogeneous platform such as a network of
SMPs that differ in processing speeds and memory capacity, since that is a scenario that is more likely to
be encountered in the real world.
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