Ligne-Claire Video Encoding for Power Constrained
Mobile Environments
Siddhartha Chattopadhyay

Suchendra M. Bhandarkar

Department of Computer Science
The University of Georgia
Athens, GA 30602-7404, USA

Department of Computer Science
The University of Georgia
Athens, GA 30602-7404, USA

Department of Computer Science
The University of Georgia
Athens, GA 30602-7404, USA

siddh@cs.uga.edu

suchi@cs.uga.edu

kangli@cs.uga.edu

ABSTRACT

Kang Li

Keywords

Digital video playback on mobile devices is fast becoming
widespread and popular. Since mobile devices are typically
resource constrained in terms of network bandwidth, battery
power and available screen resolution, it is often necessary to
formulate special encoding techniques in order to optimize power
consumption during video streaming and playback. The existing
H.264 standard is popular for video encoding on mobile devices,
since it results in a low-bitrate video with visual clarity that is
adequate for video playback on mobile devices. However, due to
the complexity of the H.264 representation, the video decoding
procedure is typically computationally intensive. In this paper, we
propose a novel lossy video representation termed as Ligne-Claire
(LC) video. LC videos are obtained via graphics overlay of
outlines or silhouettes of objects in the video over an
approximated texture video. Since the playback of LC video is
typically meant for mobile devices, the visual quality of video is
adequate for most mobile applications wherein the semantic
content of the video can be characterized by object shapes and
approximate texture information. Experimental results presented
in the paper demonstrate that the proposed lossy LC video
encoding scheme results in power savings of 50% or more during
video playback compared to standard H.264-encoded videos, of
similar video file size. In order to evaluate the visual quality of
the LC video, we compare the performance of LC videos with
H.264-encoded videos in the context of some typical computer
vision tasks. Our results indicate that the performance of the
computer vision algorithms on these videos is similar. This fact,
coupled with subjective evaluation, and the resulting significant
power savings, indicates that the proposed LC representation can
be used effectively to encode video for power-constrained mobile
devices.

Power aware video encoding, video encoding for mobile devices,
generative video modeling

1. INTRODUCTION
Video playback on mobile devices, such as PDAs, pocket PCs,
cellular phones and laptop computers in battery mode, is fast
gaining immense popularity due to the ready availability and
affordability of these devices. Since video playback is typically a
computationally intensive application [1], the battery power
limitations of these devices pose a serious bottleneck to mobile
multimedia applications. There are many video-based
applications, such as mobile surveillance [2], and even some
entertainment videos, where the full color or full texture
information within the video stream can be traded off against
suitable approximations of the underlying video. These
approximations are designed to judiciously compromise the colorand texture-based information content in the original video, in
order to increase the battery life of the end user mobile device.
The existing H.264 video encoding standard, although extremely
efficient in terms of compression, is fast approaching its limit in
terms of reducing power for video playback in power-constrained
devices [3]. This is because the existing H.264 video encoding
standard for power-constrained devices is based primarily on
statistical methods which are typically computationally intensive
and consume several CPU cycles (hence power) during the
decoding process [4].
In this paper, we propose the Ligne-Claire (LC) video
representation, which is a generative sketch-based video
representation ideal for network-and-power-constrained (NPC)
multimedia environments. Ligne-Claire (French for “clear line”)
is a style of drawing pioneered by Hergé, the Belgian creator of
“The Adventures of Tintin”. It is a style of drawing or sketching
which uses clear strong lines having the same thickness and
importance.

Categories and Subject Descriptors
I.3.8 [Computer Graphics - Applications]

General Terms: Design

The proposed LC video encoding method relies on the well
known paradigm that, in order to understand a visual scene, the
human vision primarily relies on (a) the shape of the objects
within the scene; and (b) the texture information contained within
the video frame. In the proposed LC video representation, the
outlines of objects in the video are sketched as lines, and are
encoded as parametric curves (termed pixel-threads). In order to
obtain approximate texture information, a smoothed version of the
original video is compressed using the existing H.264 encoding
standard. This smoothed version of the video is significantly
smaller in size compared to the original H.264-encoded video.
Empirical results have revealed that the smaller the video file size
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preserved (Figure 1). It should be also noted that, although
contour-based representations have been very successful in some
specific applications of low-bitrate videos such as video phones
[9], generic contour-based video representations for a wider class
of power-constrained devices have not been studied in detail.
In this paper, we explain in sufficient detail how the
proposed LC video representation can be implemented, to result
in significant power savings during video playback on mobile
devices. We propose efficient algorithms to evolve the parametric
curves across the frames to simulate the moving object shapes in
the video. A novel format, termed as the Generative Sketch-based
Video (GSV), is proposed to encode the object shape and motion
information in a judicious manner, which ensures that the
decoding process is computationally efficient. Likewise, the
texture and color information is represented as a very low bitrate
H.264-encoded video, which is also shown to consume
significantly fewer computational resources compared to the
original H.264-encoded video, on account of the smaller file size
of the former. The proposed LC video representation is designed
as a combination of the proposed GSV representation and verylow-bitrate H.264-encoded video (used for representing the color
and texture content). Various video examples are encoded using
the proposed LC video representation scheme and compared with
the standard H.264-based encoding scheme. Results indicate that
the proposed LC video representation requires 50% fewer CPU
clock cycles for decoding, compared to the standard H.264-based
encoding. In order to evaluate the visual quality of the proposed
LC video, we have compared the performance of LC videos and
H.264-encoded videos, in instances where both encoding schemes
result in similar file sizes, in the context of some typical computer
vision tasks. Our results indicate that the performance of the
computer vision algorithms using either video encoding scheme is
quite similar.

Figure 1. Creation of a Ligne-Claire video (a) the original
frame (b) outlines represented as pixel-threads (c) texture
represented as a blurred version of the video frame (d)
combination of outlines drawn using pixel-threads, and the
texture, to yield the Ligne-Claire video representation.
on hard disk, the lower the power consumed during the process of
decoding it. Based on this observation, our analysis and
experimental results indicate that by representing the outlines of
the objects as a graphics overlay that is stored in a separate file,
and by storing the smoothed H.264-encoded video in another
separate file, it is possible to achieve more than 50% reduction in
the CPU power consumption during video playback. Figure 1
illustrates the LC video encoding process.
There has been considerable amount of work done on objectbased video representation using graphics overlay techniques [5],
[6], [7]. It should be noted that almost all of these techniques
depend on the segmentation of the video frames into regions and
subsequent representation of these regions by closed contours. A
drawback of the aforementioned contour-based representation is
the fact that the complexity of the representation increases
significantly as the number of contours increase. The proposed
LC video representation uses sparse parametric curves, instead of
necessarily closed contours, to represent the outlines of objects in
the video frames. This ensures that the number of graphical
objects in the subsequent overlay is small. In addition, whereas
closed contours are capable of addressing local region-based
consistency, global shape-based information may be seriously
compromised. This is not so in the case of the proposed LC video
representation, which ensures that the global shape is correctly
represented. A further significant drawback of a closed contourbased representation is its limited ability to deal with image
regions where the color, texture or grayscale values change
gradually such as the color of the sky during a sunrise or sunset.
In such cases, the segmentation of the video frames entails the
fitting of variable-order multivariate polynomial functions to
model the spatial distributions of the grayscale, color or texture
values within the image frame [8]; resulting in a computationally
intensive video decoding procedure. The proposed LC video
representation, on the other hand, encodes approximate texture
information by encoding a smoothed version of the original video
using the H.264 standard. The result is that gradual variations in
the color, texture or grayscale values of image regions are clearly

The remainder of the paper is organized as follows. We first
detail the method used to create and evolve the sparse set of
parametric curves which are used to represent the outlines of
objects in the video. Next, we discuss the methods used to create
a very low bitrate H.264-encoded video to approximate the color
and texture content of the video. This is followed by a section
describing the implementation details of the proposed LC video
representation where a scheme for efficient storage of the LC
video on hard disk is shown to result in significantly lower power
consumption during the decoding process. Next, we present and
analyze the experimental results. Finally we conclude the paper
with an outline of future work.

2. GENERATIVE SKETCH-BASED VIDEO
In this section, we describe a technique to represent a video
stream as a sequence of sketches where each sketch is represented
by a sparse set of parametric curves. The result is the proposed
generative sketch-based video (GSV) representation. The
sequence of sketches represents the outlines of the shapes of the
objects within the video to a predefined degree of approximation.
Given a sequence of N frames from a video shot, the sketchbased representation of each frame can be generated by a dynamic
population of pixel-threads. A pixel-thread is derived from a
polyline P:[0, N], which is a continuous and piecewise linear
curve made of N connected segments. Such a curve can be
parameterized with a parameter a R (set of real numbers) such
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Figure 2. The creation of pixel-threads for a video frame (a) the original video frame, (b) edges detected in the video frame, and
cleaned to remove smaller, spurious edges, (c) break-points detected in the edges formed in the previous step.
elliptical and super-elliptical arcs, and polynomials. The
algorithm is scale invariant (i.e., it does not depend on the size of
the edges, or the size of the frame), nonparametric (i.e., it does not
depend on predefined parameters), general purpose (i.e., it works
on any general distribution of pixels depicting object outlines in
any video frame), and efficient (i.e., has low computational time
complexity). Since a detailed discussion on the algorithm is
beyond the scope of this paper, it suffices to mention that we use
this algorithm to determine break points on the various connected
components (i.e., edge segments) that are generated after the edge
pixels have been detected.

that P(a) refers to a specific position on the polyline, with P(0)
referring to the first vertex of the polygonal curve and P(N)
referring to its last vertex. Note that the pixel-threads contain
information only about the vertices, or break points, of the
polyline. The break points can be joined by straight lines (as in
the case of a polyline), or by more complex spline-based
functions to create smooth curves.
The pixel-threads essentially depict the outlines of objects in
the underlying video stream. Each video frame is associated with
its own collection of pixel-threads termed as a Pixel-thread-Pool.
Thus, successive video frames are associated with successive
Pixel-thread-Pools. Due to temporal nature of the video, the
pixel-threads and Pixel-thread-Pool are modeled as dynamic
entities that evolve over time to generate the outlines of the
(moving) objects in the video. The dynamic nature of pixelthreads is modeled by the processes of birth and evolution of
pixel-threads over time. We provide a detailed description of
these processes in the following subsections.

A curved edge segment is represented by a series of break
points along the curve, determined using Rosin and West’s
algorithm [17]. The curved edge segment represents a portion of
the outline of an object in the scene. Thus, the fitting of straight
lines between the break points results in a rendering of an
approximate version of the original curve. The break points are
essentially points of significance along the curve, such as corners
and high curvature points. The break points along the curve are
represented efficiently as a chain-coded vector. For each
approximated curve i, one of the end points (first or last break
point) is represented using absolute coordinates {x0, y0} whereas
the p-th break point, p > 0, is represented by coordinates relative
to those of the previous break point; i.e.{δxp, δyp} where δxp = xp
- xp-1 and δyp = yp - yp-1. The resulting chain-coded vectors
constitute the pixel-threads which are approximations of the
original curve. Figure 2 illustrates the process by which pixelthreads are generated from a given video frame.

2.1 Birth of pixel-threads
For a given video frame, the Pixel-thread-Pool is created by first
generating (or sketching) the outlines of the objects in the video
frame, and then representing these outlines parametrically in the
form of pixel-threads.

2.1.1 Generating a sketch from a video frame
The edge pixels in a video frame are extracted using the Canny
edge detector [10]. The edge pixels are grouped to form one-pixel
wide edge segments or edgels, many of which are intersecting.
Edgels of small length are removed to avoid excessively cluttered
sketches. It must be noted that the edge detection process is
inherently sensitive to noise and several edgels may, in fact, be
noisy artifacts. Edgels extracted in two successive frames may
cause flickering; i.e., an edgel in a previous frame may disappear
in the current frame, even when the human eye can clearly discern
an object boundary. A method to reduce this flickering effect is
described in Section 2.4.

2.2 Evolution of a pixel-thread
Due to the temporal redundancy in a video sequence, a majority
of the corresponding pixel-threads in successive video frames are
often similar in shape and size. This temporal redundancy can be
exploited to evolve some of the pixel-threads to constitute the
Pixel-thread-Pool for the successive frame. An advantage of
evolution of pixel-threads is the fact that a pixel-thread, once
born in a video frame, requires only motion information to
characterize its behavior in successive frames.

2.1.2 Creating pixel-threads from a sketch

The evolution of pixel-threads between two successive
Pixel-thread-Pools, say TP1 and TP2, involves two steps;
establishing the pixel-thread correspondence between the two
Pixel-thread-Pools, and motion modeling.

The sketch thus obtained is converted to an approximate
parametric representation using curve approximation techniques
proposed by Rosin and West [17]. Their work describes the
implementation and demonstrates the performance of an
algorithm for segmenting connected points resulting in a
combination of parametric representations such as lines, circular,
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2.2.1 Establishing pixel-thread correspondence
Establishing the correspondence between pixel-threads, belonging
to Pixel-thread-Pools corresponding to two consecutive frames, is
essential in order to model the underlying motion accurately. In
order to determine the correspondence between pixel-threads in
TP1 and TP2 one needs to determine for each pixel-thread in TP1
its counterpart in TP2.
First, we need to predict a position to which a pixel-thread
T1 in TP1 is expected to move in the next frame. The predicted
pixel-thread, say T’, can be determined using a suitable opticalflow function OpF, such that
T’ = OpF(T1)

(1)

The function OpF() computes the coordinates of the break points
of the pixel-thread T’ in TP2, given the coordinates of the break
points of pixel-thread T1 in TP1. The function OpF() implements
a sparse iterative version of the Lucas-Kanade optical flow
algorithm designed for pyramidal (or multiscale) computation
[11]. The Lucas-Kanade algorithm is a popular version of a twoframe differential technique for motion estimation (also termed as
optical flow estimation). For each break point location (x,y) of a
pixel-thread, if the corresponding pixel location in the original
image (frame) has intensity I(x,y); and is assumed to have moved
by δx and δy between the two frames, then the image constraint
equation is given by:

Figure 3. Illustration of the process of establishing pixelthread correspondence for a frame j and the current poolof-all-pixel-threads, Ψ.
Although the pixel-thread T2 in TP2 is deemed to be the
closest evolved pixel-thread to T1 in TP1, it might still not have
actually evolved from T1. As a result, we define a threshold ε > 0,
such that if δH(OpF(T1), T2) < ε, then we consider T2 to have
evolved from T1; otherwise, T1 is deemed to have become
dormant, and T2 in TP2 is deemed to have been born in TP2 and
not evolved from TP1. We compute ε as an empirically
determined fraction of the video frame width.

Ithis-frame(x,y) = Inext-frame(x + δx,y + δy)
The Lucas-Kanade algorithm essentially embodies the above
image constraint equation. The pyramidal implementation of the
Lucas-Kanade algorithm is usually carried out in a coarse-to-fine
iterative manner, in such a way that the spatial derivatives are first
computed at a coarse scale in scale space (or in a pyramid), one of
the images is warped by the computed deformation, and iterative
updates are then computed at successively finer scales.

Based on the above definitions of birth and evolution, the
pixel-threads in TP2 can be categorized as belonging to two
mutually exclusive sets, TPEvolve and TPborn. TPEvolve is the set of
all pixel-threads in TP2 which are evolved from some pixel-thread
in TP1, and TPborn is the set of pixel-threads in TP2 which are not
evolved from TP2; in other words, these pixel-threads are deemed
to have been born in TP2. Figure 3 provides a schematic
description of this process.

Once the pixel-thread T’, obtained from T1 via the optical
flow function, is determined, we hypothesize that if pixel-thread
T1 in Pixel-thread-Pool TP1 should indeed evolve to a
corresponding pixel-thread T2 in TP2, then T’ and T2 should
resemble each other (to a reasonable extent) in terms of shape and
size. The key is to determine the pixel-thread T2 in TP2, which is
closest in shape and size to pixel-thread T’.

2.2.2 Motion modeling of pixel-threads
In this section, we discuss how to encode the motion information
required to evolve a pixel-thread T1 in TP1 to its evolved
counterpart T2 in TP2. Recall that the determination of
correspondence between the pixel-threads T1 and T2 has been
achieved as described in the previous subsection. Thus, a good
estimation of the motion of pixel-thread T1 to pixel-thread T2
needs to be computed. In order to have a compact representation,
we assume that a linear transformation LT, given by {tx , ty} can
be used for the purpose of motion estimation. Thus, the estimated
pixel-thread, T2estimated is computed from T1 by using mapping
function LT1, such that

We use the Hausdorff distance [12] as a measure of
(dis)similarity between the two pixel-threads, T’ and T2. The
Hausdorff distance between the two pixel-threads T’ and T2,
denoted by δH(T’, T2), is defined as
δH(T’, T2) = max a Є T’ {min b Є T2 { d(a, b) } }

(2)

where a and b are break points, and d(a, b) is the Euclidean
distance between the two points. Thus, given pixel-thread T1 Є
TP1, T2 is essentially the pixel-thread in TP2 which is most
similar to T’, where T’, in turn, is obtained from T1 using the
optical flow mapping function OpF(); i.e.
T2 = argmin{ δH(OpF(T1), T): T Є TP2}

T2estimated = LT2(T1)
The linear transformation coordinates in LT2 can be determined by
computing the mean of the displacements of each break point, as
computed using the function OpF() (equation (1)). Naturally,
T2estimated may not align exactly point-by-point with T2. Thus, it is
necessary to compute the error between T2estimated and T2.

(3)

A very important observation to be made is the fact that T1 and T2
may have a different number of break points. An interesting fact
about the computation of the Hausdorff distance δH is that the two
pixel-threads under consideration need not have the same number
of break points.
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Figure 4. The evolution of a pixel-thread across four consecutive frames; the pixel-thread whose evolution is being studied has
been drawn using dark lines; the other pixel-threads are deliberately drawn in lighter color to highlight this pixel-thread. The
correspondence algorithm determines correspondence of the pixel-threads in the four frames correctly.
As discussed in the previous subsection, T2estimated and T2
may not have the same number of break points. Suppose the
number of break points of T1, and hence, T2estimated, is n1 and that
of T2 is n2. In general, n1 ≠ n2. Let the displacement error between
T2estimated and T2, be given by the displacement vector ΔT2. Two
cases need to be considered:

Figure 4 depicts an example of evolution of a pixel-thread by
determining the correspondence followed by the computation of
the displacement vectors.
In the next section, we present a method to evolve an entire
generation of pixel-threads as a function of time. This results in
the generation of a sketch-based representation of the original
video sequence.

Case 1: n2 ≤ n1: This means that there are fewer or equal number
of break points in T2 compared to T2estimated. Note that, each
component of ΔT2 is a relative displacement required to move
each break point of T2estimated to one of the break points in T2.
Obviously, there can be multiple break points in T2estimated which
map to the same break point in T2.

2.3 Evolution of a pixel-thread-pool
Given a video sequence of N frames, and the current frame j, let
Ψ be the pool of all the pixel-threads which have been born or
evolved thus far in frames 1 through j -1. All the pixel-threads in
Ψ may not be active; i.e., some may be dormant. The dormant
pixel-threads still belong to Ψ, but were not used to sketch a
curve in the previous frame, j -1. The pixel-threads in Ψ belong to
one of two subsets; Ψdormant or Ψactive. Clearly, Ψ = Ψdormant U
Ψactive.

Case 2: n2 > n1: In this case the encoding is slightly different. The
first n1 components of ΔT2 denote the displacements
corresponding to break points in T2 in the same order. Each of the
remaining (n2 - n1) components of ΔT2 are now encoded as
displacements from the last break point in T2.

For the current frame j, the pixel-threads corresponding to
frame j are first determined using the techniques discussed in
Section 2.1. These recently acquired pixel-threads corresponding
to frame j are grouped together in Pixel-thread-Pool TPj. Assume
that TPj has nj pixel-threads {T1j, T2j … Tnjj}. Next, the pixelthread correspondence is determined between the pixel-threads in
the set Ψ and the nj pixel-threads in TPj, using the methods
mentioned in Section 2.2. Note that per Section 2.2, Ψ
corresponds to TP1 and TPj corresponds to TP2. Note that, while
determining the correspondence, the dormant pixel-threads in Ψ
are also considered.

From the above description, it can be seen that the
displacement vector ΔT2 has max(n1 , n2) components. Thus, for
pixel-thread T1, the motion model required to evolve to T2, is
given by
ΘT1(T2) = { tx , ty , ΔT2}

(4)

The motion model ΘT1(T2) essentially contains all the parameters
needed to transform pixel-thread T1 in TP1 to pixel-thread T2 in
TP2.
Let us now consider the number of bytes required to encode
the motion model ΘT1(T2). The transformation parameters tx, ty
can be designed to require a byte (character) each by restricting
the displacement values to lie in the range (-127, 128). If tx or ty
exceeds these bounds, then the result of the correspondence
determination procedure is declared void, and T’ is deemed to be
a new pixel-thread that is born, instead of evolved from T.
However, in practice, for small display screens typical of mobile
devices, this case occurs rarely.

Let TPjwereEvolved be the subset of the pixel-threads of TPj
which have evolved from Ψ. Let ΨTPj be the subset of pixelthreads in Ψ which evolve to a corresponding pixel-thread in
TPjwereEvolved. It must be noted that, the correspondence between
ΨTPj and TPjwereEvolved is determined such that a pixel-thread Tij
belonging to TPjwereEvolved and the corresponding pixel-thread in
ΨTPj from which it has evolved are both assigned the same index
i. Now, pixel-threads in ΨTPj can be evolved to corresponding
pixel-threads in TPjwereEvolved via a set of motion models ΘΨTPj
(equation (4)). Since the remaining pixel-threads in TPij cannot be
evolved from any existing pixel-thread in Ψ, these pixel-threads
are considered to belong to the set TPjborn; where TPjborn = TPj TPjwereEvolved.

The prediction error vector ΔT2 requires 2 bytes for each
component, if the displacements δx and δy are restricted to lie
within a range {-128, 127}. Thus, ΔT2 requires 2*max(n1 , n2)
bytes of storage. Hence, the total storage requirement of the
motion model ΘT1(T2) (in bytes), denoted by bytes(ΘT1), is given
by
Bytes(ΘT1) = 2*max(n1 , n2) + 2

Next, the set Ψ is updated in the following manner:

(5)
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Figure 5. The process of birth and evolution of pixel threads across the frames to create the generative-sketch-based video. (a)
the vertical bars represent the state of the Pool-of-All-Threads (Ψi) frame I, (b) for a video sequence of 160 frames, the number
of pixel-threads in each frame is plotted as a function of the frame number (time).
a) Pixel-threads in ΨTPj are evolved to corresponding pixelthreads in TPjwereEvolved, using motion model parameters given by
ΘΨTPj. New pixel-threads in TPjborn are included in Ψ.
b) The new set of active pixel-threads is given by Ψactive = Ψ ∩
TPj. These pixel-threads are used to generate the sketch-based
representation of the new video frame. Naturally, the pixelthreads in this updated set Ψ, that have no counterparts in TPj, are
deemed dormant; i.e.,

Figure 6. The process of flicker removal using the history
of activity/dormancy of a pixel-thread. The encircled
portion corresponds to a brief time of activity for the pixelthread; it is made dormant to remove the flickering effect
caused by this brief activity.

Ψdormant = Ψ - Ψactive
The data corresponding to frame j required to sketch the jth video
frame are given by the motion model parameters denoted by
ΘΨTPj. The newly born pixel-threads are included in TPjborn. Thus,
effectively, the entire process of evolution of all the pixel-threads
across all the N frames of the video can be represented as a
Generative Sketch-based Video (GSV), given by

is forced to be dormant instead of appearing for a short time, the
flickering effect is considerably reduced.

Generative-Sketch-based-Video = {< ΘΨTP1, TP1born>,.., < ΘΨTPN,
TPNborn>}
(6)

The history of activity and dormancy is maintained for each
pixel-thread in each frame, while the frame is being encoded.
Once the entire video has been encoded, a second pass is made to
determine, for each pixel-thread, the frames in which the pixelthread should be made dormant, using the algorithm described in
Figure 6.

An illustration of the process of evolution of the GSV is shown in
Figure 5a. Figure 5b shows a plot of the total number of pixelthreads in Ψ as a function of time during the entire process of
evolution of all the threads in the GSV representation of a sample
video. The curve shows that, after the initial pixel-threads are
created in the first frame, very few new pixel-threads are born
thereafter. The initial pixel-threads are seen to be adequate to
evolve and reproduce most of the entire GSV representation of the
sample video.

3. REPRESENTING TEXTURE
In the previous section, we have described in detail how to create
a generative sketch-based video (GSV). The GSV essentially
represents the outlines of the objects of interest within the video
stream. The texture information, however, is not encoded in the
GSV representation. The texture information can be well
approximated via H.264-based encoding of a spatially smoothed
version of the original video. The fundamental principle behind
this approach is the fact that spatial smoothing results in a
dramatic reduction in bitrate requirements of the video [13].
Further, we have observed that the smoothed H.264 video now
requires considerably fewer CPU cycles for decoding compared
to the original (non-smoothed) H.264-encoded video.

2.4 Flicker Reduction
When the pixel-threads are drawn for each frame, flickering
effects are observed. This is due to the fact that some pixel
threads appear momentarily in a frame, only to become dormant
in a series of successive frames. The resulting sudden appearance
and disappearance of pixel threads creates a flickering effect. The
All-Threads-Pool Ψ contains the list of all the dormant pixelthreads. When a pixel-thread, which is dormant for some time,
becomes active for a few frames, and then becomes dormant
again, a flickering effect is observed. Thus, if such a pixel-thread

The smoothing of the original frames is obtained by using a
Gaussian Filter [14] with parameter σ, which essentially

1041

represents the window/mask size for the Gaussian filter [14]. The
choice of σ influences the degree of compaction, and
simultaneously, the degree of smoothing of the video. We will
discuss this aspect in greater detail in section 5.

4. IMPLEMENTATION OF LC-VIDEO
In the last two sections, we discussed in detail, the methods used
to represent the outlines of the objects of interest in a video
stream as a GSV sequence, and the texture information via H.264based encoding of a spatially smoothed version of the original
video. The GSV sequence and the texture information are each
stored in a separate file. The resulting Ligne-Claire (LC) video
essentially consists of these two files. Hence, the LC video can be
re-rendered by first decoding the H.264-encoded spatially
smoothed video, and then graphically overlaying the outlines of
the objects of interest via the evolution of pixel-threads encoded
in the GSV representation.
The LC video essentially consists of two files; an MP4/3GP
file (a popular file format used to store H.264-encoded video)
which stores the texture information, and the GSV file which
stores the Generative Sketch-based Video (GSV) representation.
The H.264-based encoding of the spatially smoothed video,
results in a much smaller file size compared to the original H.264encoded video. A relevant observation is that the decoding time is
directly proportional to the size of the video file. However, the
resulting tradeoff is against the quality of the decoded video. The
video corresponding to the small H.264 file contains only
approximate texture information and is so blurred that the outlines
of all the objects are lost. This is precisely why the object outlines
generated by the GSV file are necessary for visual clarity.

Figure 7: The GSV file (a) The format used to encode a
pixel-thread (b) The algorithm used to read GSV file
Instead of formulating a separate descriptor indicating
whether a pixel-thread is born in the current frame, or evolved
from a previous pixel-thread, it is sufficient to mention just the
index of the pixel-thread. Based on its definition, if the index of
the pixel-thread under consideration is greater than the number of
pixel-threads in Ψ (Section 2.3), then this pixel-thread is deemed
to have been be born in the current frame. Thus, the subsequent
information in the GSV file corresponds to the chain-coded
representation of the break points on this pixel-thread. Else, if the
index of the pixel-thread under consideration is less than the
number of pixel-threads in Ψ, then it is deemed to have evolved
from some pixel-thread in Ψ. Consequently, the subsequent
information in the GSV file is deemed to correspond to the
motion model describing the evolution.

The pixel-threads corresponding to the first frame are stored
as ‘born’ pixel-threads. This means that each pixel-thread is
represented as a chain-coded vector (as described in Section
2.1.2). A chain-coded pixel-thread requires the first break point to
be represented using its absolute X and Y-coordinates with
respect to the origin of the frame. Since typical video resolutions
for mobile devices do not exceed XGA video resolution (1024 ×
768), 4 bytes are more than adequate to store the absolute X, Y
positions of the first break point (2 bytes for each coordinate can
represent a frame of size 65536 × 65536 pixels). Each of the
remaining break points is represented by its displacement relative
to the previous break point. The displacement can be restricted to
lie between -127 and 128 (a character); thus 2 bytes are required
for each of the remaining break points. Note that if a break point
is too distant from the previous break point for its coordinates to
be represented by two bytes, then an additional dummy break
point can be inserted so that the resulting displacements can each
be represented using 2 bytes.

It is necessary to eliminate the pixel-threads which have
been dormant for a sufficiently long period of time. Otherwise,
the number of pixel-threads would increase indefinitely, and, at
some point, exceed the memory capacity of the mobile device on
which the video is being decoded. The implementation of the
pixel-thread elimination procedure is simple; only the index and a
keyword are required in the GSV file to eliminate the dormant
pixel-thread.
In H.264 terminology, the first frame in the proposed GSV
representation, in which the pixel-threads are born, can be viewed
as an I-frame whereas the subsequent frames can be viewed as Pframes. However, unlike H.264-based encoding, the GOP (group
of pictures) size is not fixed in the case of the GSV representation.
Instead, the pixel-threads are evolved via a sequence of birth,
dormancy or death. Incorporating a fixed-size GOP within the
GSV representation can be achieved as follows. The first frame of
the GOP can be simply used to explicitly re-specify the
coordinates of each of the pixel-threads in that frame instead of
predicting them from previous pixel-threads. This is tantamount
to a representation consisting of an I-frame followed by a number
of P-frames. The number of P-frames is one less than the GOP
size. The GSV file format is depicted in Figure 7a and the

From the second video frame onwards, some of the pixelthreads in the current frame are evolved from pixel-threads in the
previous frame, whereas some pixel-threads are considered to be
born in the current frame. The pixel-threads which are considered
to be born in the current frame are represented using the scheme
described above. For an evolved pixel-thread, the index of the
pixel-thread from which it has evolved, and the corresponding
motion model parameters need to be represented. The number of
bytes required to represent motion model parameters is given in
equation (5).

1042

Table 1. CPU cycles (ticks) used for decoding and the resulting file sizes for both Ligne-Claire (LC) video and standard H.264encoded video (H.264)

consumption. This is so because power consumption depends on
the size of the file processed, since the larger the file size, the
larger the amount of data transferred across each bus in the CPU,
and hence, the larger the power consumption for the bus data
transfers. Since LC video encoding actually results in smaller file
sizes compared to H.264-based video encoding, the resulting
power consumption for bus data transfers in the CPU of the
mobile device will be less for LC-encoded videos, compared to
H.264-encoded videos. Thus, it is sufficient to compare power
consumed by the CPU while decoding the respective video files
in order to compare the total power consumption for decoding the
video files as a whole. This is discussed further in Section 5.3.

algorithm used to read and interpret the GSV file is described in
Figure 7b.

5. EXPERIMENTS AND RESULTS
In this section, we present experiments that compare the LC video
file size with the file size of the corresponding H.264-encoded
video. Next, we describe experiments to compare the visual
quality of LC video with that of the corresponding H.264-encoded
video. Finally, we present results which compare the power
consumption involved in the decoding of LC videos to that in the
case of decoding of standard H.264-encoded videos.

5.1 LC video file size

5.2 LC video quality

LC videos are used primarily to encode videos for mobile devices.
Since mobile devices typically have displays with small screen
resolutions, the corresponding video is encoded at a low spatial
resolution as well. QCIF (176 × 144) is a popular video resolution
used in most mobile devices. We have taken into consideration
various types of QCIF video sequences, some shot with a moving
camera, and some with a still camera. The different videos
considered are listed in Table 1.

The discussion in the previous section shows that LC videos can
be made similar or smaller in size compared to the corresponding
H.264-encoded videos. In the next subsection, we show that,
despite being similar in size, the CPU power consumed during the
decoding process is almost 50% lower in the case of LC video,
compared to H.264-encoded video. However, it is important to
note that the LC video is actually only an approximation of the
original H.264-encoded video. The crucial question is: Is this
approximation good enough? Subjective evidence gathered from
various students and co-workers reveal that all the objects
discernable in the H.264-encoded video are also discernable in the
LC video. A comprehensive study of the LC video quality
measurement using a subjective survey is currently underway.

The LC video file size represents the combined file sizes of
the generative sketch-based video (GSV) file and the texture
video file. The GSV file is obtained by first encoding the birth
and evolution of the pixel-threads (using techniques described in
Section 2), and then compressing the resulting file using standard
lossless compression algorithms [15]. In the case of texture, the
original video is re-rendered by smoothing each frame of the
video using an appropriate Gaussian filter characterized by
parameter σ. This smoothed video is encoded using the H.264
standard. The H.264-based video encoding incorporates
optimization of file size via temporal motion prediction, intrablock prediction and other standard MPEG-based compression
techniques such as lossless encoding. The H.264-based video
encoding tool used for this purpose is the public domain software
Squared5 MPEG StreamClip Tool [16]. Empirical observations
have shown that using a Gaussian filter with σ = 21 results in a
video where the color and texture information are preserved to a
reasonable extent. We could achieve encoding speeds of
approximately 2 frames per second for an LC video using a 2
GHz Pentium CPU with 2 MB L2 cache and 1 GB DRAM.
Although this is currently not sufficient for real time video
encoding, it is reasonably fast for encoding video offline.

As an objective comparison of quality of the LC video with
the corresponding H.264-encoded video, we used videos encoded
using the proposed LC representation, and the H.264 standard, to
perform some standard computer vision tasks such as background
subtraction. Background subtraction is the process of first
estimating the background of the scene (a background of the
scene consists of those regions in the video frames which do not
move relative to the camera), and then subtracting the background
from each frame to extract the foreground, or moving, regions
[14]. We hypothesize that the visual quality of the LC video is
comparable to that of the H.264-encoded video if both yield
similar foreground regions after background subtraction. Figure 8
shows the resulting foreground masks obtained after performing
background subtraction on the original H.264-encoded video
frame and the corresponding LC video frame. As evident from
Figure 8, both videos were observed to yield similar foreground
masks denoting the moving objects. We further computed the
percentage overlap between the two generated foreground masks.
The foreground mask generated from the LC video frame was
observed to have 85% overlap with the foreground mask
generated from the original H.264-encoded video frame.

Table 1 compares the file sizes for LC-encoded and H.264encoded videos. It is apparent that the LC video encoding results
in smaller file sizes compared to standard H.264-based video
encoding. This observation is very important in measuring power
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(a)

(b)

(c)

(d)

Figure 8. Objective evaluation of quality of LC video (a) the original H.264-encoded frame; (b) the foreground mask extracted
from the H.264-encoded frame using background subtraction; (c) the corresponding Ligne-Claire frame (d) the foreground mask
extracted from the Ligne-Claire frame using background subtraction.
Likewise, other computer vision tasks such as face detection using
skin tone characterization [14] were observed to yield similar
results since the skin tones are well represented in LC video using
the encoded texture information. Note that we cannot use standard
metrics such as PSNR to measure the quality of LC video, since
PSNR treats the graphics overlay of object outlines as noise.
It must be noted that for highly detailed videos, an LC video
approximation is often unacceptable, as it cannot capture all the
fine details in their original complexity. However, for typical
applications that require limited attention to details, such as widearea surveillance, wide-area traffic monitoring, some sports and
news coverage among others, LC video can be used as an
alternative to H.264-based video encoding, especially since it
consumes significantly less CPU power while decoding, as shown
in the next subsection.

5.3 Power Consumption
In this section, we compare the power consumption required for
decoding an LC video to the power consumption involved in
decoding its H.264-encoded counterpart. Note that decoding also
includes the processes of reading the video file from the hard disk
and rendering each frame of the video.

Figure 9: Comparison of CPU cycles per frame while
decoding Ligne-Claire video versus standard H.264-encoded
video for the same video file size
SIZELCV = SIZELCV-sketch + SIZELCV-texture storage (in KB). In order
to ensure a fair comparison, we blur the original video slightly to
obtain an H.264-encoded video sample-video-blur.MP4 of size
SIZEblur-MP4 such that SIZEblur-MP4 = SIZELCV.

5.3.1 Method of evaluation
CPU power consumption during video decoding depends on the
number of CPU cycles used and the amount of data transferred
over the various buses within the CPU. The power consumed by a
bus is directly proportional to the amount of data that is
transferred over the bus. As a result, in order to ensure a fair
comparison, we encode the LC video such that its file size is
similar to that of the corresponding H.264-encoded video. As
shown in the previous subsection, the proposed LC video
representation typically results in file sizes that are significantly
smaller than those of the corresponding H.264-encoded video
files.

For comparable file sizes on hard disk, (and hence similar
power consumption for bus data transfers), we compute the CPU
time required to decode the sample-video-blur.MP4 file (CPUORG)
and the CPU time required to decompress the sketches from the
GSV file (CPULCV-sketch), and extract the texture information from
the sample-video-texture.MP4 file (CPULCV-texture). Since power
consumption by the CPU is directly proportional to the number of
CPU clock cycles required for the task, the fundamental
hypothesis is that the proposed LC video representation is
effective if CPUORG > CPULCV-sketch + CPULCV-texture.

We analyze the videos based on the original H.264-based
encoding of a sample-video. Suppose that H.264-based encoding
of sample-video yields an MP4 file (this is a popular video format
for H.264-based video encoding), say sample-video.MP4 of size
SIZEMP4 (in KB). The LC video comprises of two files; samplevideo-sketch.GSV (of size SIZELCV-sketch), which contains
information pertaining to the generative sketch-based video, and
sample-video-texture.MP4 (of SIZELCV-texture) which contains the
relevant texture information. Thus, the LCV video requires

5.3.2 Comparison of power consumption
Table 1 provides a synopsis of the file sizes and CPU cycles
needed for decoding the various video examples using LC-based
encoding and H.264-based encoding. Figure 9 shows a
comparison between the CPU cycles (ticks) required to decode a
frame of the LC video, and the standard H.264-encoded video, for
various video examples. The CPU cycles per frame is obtained by
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normalizing the CPU cycles by the number of frames in the video
stream. It is very obvious from Figure 9 that on an average, given
similar file sizes, the LC-based video representation results in
over 50% reduction in the number of CPU cycles required to
decode the video, compared to standard H.264-encoded videos.
The experimental results clearly show that the proposed LC video
representation is indeed significantly more power-efficient
compared to the existing H.264 standard for video encoding.
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In this paper, we have proposed a Ligne-Claire (LC) video
representation, which serves as a reasonable approximation to the
shape and texture information in the original video. The
approximation is of acceptable visual quality for most
applications such as traffic monitoring, surveillance, some sports
and news footage and even some entertainment videos. Results
have shown that the proposed LC video representation, results in
over 50% CPU power savings during video decoding compared to
H.264-encoded videos of similar file size,
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We believe this research has pioneered a new direction in
low power video encoding. More efficient representation of the
parametric curves (pixel-threads) can be further developed. The
techniques proposed in this paper may be further improved by
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[10] Canny, J., “A Computational Approach to Edge Detection”,
IEEE Trans. Pattern Anal. Mach. Intell., Vol. 8, Issue 6, No. 6,
pp. 679 - 698, 1986.
[11] Bouguet, J.Y., “Pyramidal Implementation of the Lucas
Kanade Feature Tracker”, Intel Corporation, Microprocessor
Research Labs; included in the distribution of OpenCV
[12] Atallah, M. J., “Linear Time Algorithm for the Hausdorff
Distance Between Convex Polygons”, Info. Proc. Lett. Vol. 17,
No. 4, pp. 207-209. 1983

7. REFERENCES

[13] Chattopadhyay, S., Luo, X., Bhandarkar, S. M. and Li, K.,
“FMOE-MR: Content-driven Multi-resolution MPEG-4 Finegrained Scalable Layered Video Encoding”, Proc. ACM Conf.
Multimedia Computing and Networking, (ACM MMCN’ 07),
San Jose, CA, Jan. 2007, pp. 650404-1- 11.

[1] Sikora, T., “Trends and perspectives in image and video
coding,” Proc. IEEE, Vol. 93, No. 1, pp. 6-17, Jan. 2005.
[2] Cucchiara, R., Grana, C., Prati, A., and Vezzani, R.,
“Computer vision techniques for PDA accessibility of in-house
video surveillance”, Proc. First ACM SIGMM International
Workshop on Video Surveillance, pp. 87 - 97, Berkeley,
California, 2003.

[14] Davies, E., “Machine Vision: Theory, Algorithms and
Practicalities”, Academic Press, San Diego, CA, 1990, pp 42 44.

[3] Ni, P., Isovic, D. and Fohler, G., “User-friendly H.264/AVC
for remote browsing”, Proc. ACM Multimedia, pp. 643 - 646,
Santa Barbara, CA, USA, 2006.

[15] Salomon, D., “Data Compression: The Complete Reference”,
Springer-Verlag, New York, NY, 2004.
[16] http://www.squared5.com

[4] Dai, M., and Loguinov, D., “Analysis and Modeling of MPEG4 and H.264 Multi-Layer Video Traffic”, Proc. IEEE Infocom,
Vol 4., pp. 2257 - 2267, Miami, FL, USA, 2005.

[17] Rosin, P. L. and West, G. A. W., “Non-Parametric
Segmentation of Curves into Various Representations”, IEEE
Trans. Pattern Anal. Mach. Intell. Vol 17, pp. 1140-1153,
1995.

1045

