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a b s t r a c t
The design and implementation of a multiple face tracking framework that integrates face detection and
face tracking is presented. Specifically, the incorporation of a novel proposal distribution and object shape
model within the face tracking framework is proposed. A general solution that incorporates the most
recent observation in the proposal distribution using a multiscale elastic matching-based optical flow
algorithm is proposed. The proposed multiscale elastic matching-based optical flow algorithm is shown
to be general and powerful in three significant ways. First, it allows for the tracking of both, rigid and
elastic objects. Second, it enables robust tracking even in the face of sudden and gradual changes in illumination, scale and viewpoint. Third, it is suitable for tracking using both, fixed cameras and moving
cameras. The proposed object shape model is based on a kernel-based line segment matching algorithm,
which incorporates a voting scheme similar to the Radon Transform. The incorporation of the object
shape model is shown to improve the computational complexity and accuracy of the face tracking algorithm and also enhance its robustness to occlusion, noise and scene clutter. Efficient techniques for particle sampling based on the Genetic Algorithm and for computation of the region-based likelihood
function using the integral image are proposed. The incorporation of face detection within the face tracking algorithm is also proposed. Experimental results show that the proposed face tracking system is very
robust in its ability to handle occlusion, noise, scene clutter and changes in illumination, scale and viewpoint and is also computationally efficient.
! 2008 Elsevier Inc. All rights reserved.

1. Introduction
Computer vision-based tracking of multiple objects is challenging in several aspects. The first challenge arises from occurrence of
occlusion, including mutual occlusion between foreground objects
and occlusion caused by background objects, which makes it difficult to accurately localize the occluded object and track it continuously. The second challenge is the formulation of an object
model that is able to capture important and relevant information
about the tracked object in order to facilitate fast and reliable
tracking even in the face of occlusion. The third challenge is to
be able to accurately predict/estimate the object position and update the prediction via accurate localization. The fourth challenge
is to meet the real time constraints of most tracking applications
in the real world. Accurate and robust object localization in real
time over several video frames is the ultimate objective of a realworld tracking system.
Factors such as measurement noise, inaccurate object modeling,
changes in illumination, scale and viewpoint, scene clutter, false targets (positives) and instances of occlusion contribute towards the
* Corresponding author.
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uncertainty in the state (location, identity, velocity, shape etc.) of
the tracked object. This necessitates a stochastic Bayesian tracking
framework as opposed to a deterministic one. In a Bayesian tracker,
the current state of the tracker is denoted by X t whereas the current
observation (image frame) is represented by the variable It . The goal
of a Bayesian tracker is to recursively estimate the current filtering
or posterior distribution pðX t jI1:t Þ given the observation likelihood
distribution pðIt jX t Þ, the state transition prior distribution
pðX t jX t#1 Þ and the previously estimated filtering (posterior) distribution pðX t#1 jI1:t#1 Þ where I1:t denotes the sequence of observations
(image frames) fI1 ; I2 ; . . . ; It g. The recursive Bayesian estimation procedure is given by the following pair of equations:

pðX t jI1:t#1 Þ ¼
and

pðX t jI1:t Þ ¼

Z

pðX t jX t#1 ÞpðX t#1 jI1:t#1 ÞdX t#1

pðIt jX t ÞpðX t jI1:t#1 Þ
pðIt jI1:t#1 Þ

ð1Þ

ð2Þ

The recursive Bayesian estimation procedure in Eqs. (1) and (2) represents the propagation of the tracking hypothesis from
pðX t#1 jI1:t#1 Þ to pðX t jI1:t Þ. The prediction (Eq. (1)) involves high-dimensional integration and is difficult to solve analytically. Consequently,
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the filtering distribution pðX t jI1:t Þ is approximated by a set of
weighted particles fðX it ; wit Þ : i ¼ 1; . . . ; ng, where n is the number of
particles, t is the time variable and wit is the weight of particle X it , using
a sampling importance resampling (SIR) procedure. Each particle
X it ¼ ðoi1 ; . . . ; oim Þ represents a specific configuration of the tracked objects oik , 1 6 k 6 m, where m is the number of objects, and is termed as
a tracking hypothesis. The object description oik consists of, typically,
its identity, location, velocity, shape, color and other features of interest. In the SIR procedure the proposal distribution pðX t jX 1:t#1 ; I1:t Þ is
used to approximate the filtering distribution pðX t jI1:t Þ since sampling
directly from the latter is often not feasible. The proposal distribution
in turn is simplified as pðX t jX 1:t#1 ; I1:t Þ % pðX t jX 1:t#1 Þ % pðX t jX t#1 Þ
using the Markovian property. Thus, the proposal distribution is
approximated by the state transition prior distribution pðX t jX t#1 Þ
and the weight of the particle X it is computed as wit & pðIt jX it Þ. The
resulting approximation to the recursive Bayesian estimation procedure is termed as the particle filter which has proven to be a very effective technique for object tracking.
A typical particle filter-based tracker is composed of three basic
components. The first component is the statistical object model,
which is used to compute the likelihood distribution pðIt jX it Þ of
each particle X it , where It is the current observation (image frame).
The second component is the sampling algorithm, which computes
0
a set of new particles fX it g from a set of existing particles fX it g, i.e.,
i0
i
fX t g ¼ fS ðfX t gÞ, where fS is the sampling algorithm. Most particle
filtering algorithms sample the particles in direct proportion to
the posterior probability of each particle pðX it jIt Þ which is typically
approximated by the state transition prior distribution pðX t jX t#1 Þ.
The third component is the transition function X it ¼ fT ðX it#1 ; It Þ,
which computes the new parameters of a configuration X it when
the current observation It and the previous configuration X it#1 are
given. The transition function is essentially derived from the proposal distribution or an approximation thereof. Linear prediction
is usually used as the transition function in conventional particle
filters [14]. The particle filtering algorithm works iteratively as follows: (a) Initialize the particles fX i0 ; wi0 g and compute their likelihood distributions wi0 ¼ pðI0 jX i0 Þ; (b) Sample the current set of
particles to generate a new particle set using the sampling algo0
rithm fX it#1 g ¼ fS ðfX it#1 gÞ; and (c) Given the new observation It , apply transition function fT ð:Þ to generate the new sample set
0
fX it g ¼ fT ðfX it#1 g; It Þ and update the weight of each particle X it .
The traditional particle filter [12,14] has been used successfully
in several computer vision-based tracking applications. However,
as elaborated upon in Section 3, the traditional particle filter suffers from certain key shortcomings when dealing with tracking of
multiple objects in the presence of occlusions and scene clutter.
2. Brief literature review
Generally speaking, there exist three broad categories of object
models in the context of tracking: contour-based models
[2,16,19,24,36], region-based models [7,10,14,25,28,34], and feature point-based models [18,22,32]. The absence of color or edge
information from within the interior of the object, restricts the
ability of contour-based models to handle occlusion. Most region-based models exploit the color distribution within the tracked
object, allowing for computationally efficient tracking [7,25,28].
The use of kernel functions and a similarity measure between color
distributions [7] allows for robust tracking in the face of occlusion.
However, it is not possible to achieve accurate tracking in multiple-object scenes when the color distributions within different objects are similar. A grid-based object model [14,34] can potentially
encode more detailed spectral (color) and structural (shape) information of the tracked objects but the encoding of the shape information is sensitive to the structural organization of the grid [14].
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Feature point-based tracking is popular on account of its simplicity and relative ease of encoding object shape information
using corner points [11,18,22] or edge points [26,32] as the feature
points of interest. However, feature point-based tracking methods
are easily distracted by noisy feature points in the background and
are, by their very nature, limited to objects rich in feature points.
When the image regions that correspond to the tracked objects
are largely homogeneous, few salient feature points are available
thus causing the robustness of the tracking to suffer. Hybrid object
models [3,6] that encode both boundary and region information
are attractive since they potentially provide the desired robustness
to occlusion. However, current hybrid models [3] are computationally too intensive and hence unacceptable for real-time surveillance applications.
The CONDENSATION tracker [12,14] represents one of the early
particle filter implementations of the recursive Bayesian tracking
paradigm using the SIR procedure. More recent implementations
of the particle filter have focussed on improving the estimation
of the proposal distribution and formulation of the transition function. The simplified proposal distribution in the conventional particle filter [12,14] uses only historical data to predict the new
status of X t . In the interest of simplicity of the analytical formulation, the current observation It is ignored in the estimation of the
proposal distribution and the transition function even when it is
available. However, to ensure robustness, it is important to incorporate the most current observation It in the proposal distribution
since ignoring it makes the system susceptible to failure when
tracking fast moving objects. Recent approaches to incorporate It
in the proposal distribution include the design of an an auxiliary
tracker [13] and the use of a Kalman filter resulting in a Kalman
Particle Filter (KPF) or Unscented Kalman Particle Filter (UKPF)
[19]. However, the auxiliary tracker itself needs a good proposal
distribution thus presenting a chicken-and-egg problem, whereas
the Kalman filter entails the formulation of an observation function
which is unavailable, inaccurate or highly sensitive to random
noise and occlusion in the image [19].
The particle filter has also been extended to address the problem of tracking multiple objects. In the Boosted Particle Filter
(BPF) [29], the Adaboost detection algorithm [39] is interleaved
with a Gaussian mixture-based particle filter. The multiple-object
tracking hypothesis is modeled using a mixture of independent
Gaussian distributions supported by a common set of particles,
where each tracked object is represented by a component of the
Gaussian mixture. The assumption regarding the independence of
the Gaussian mixture components, however, breaks down when
the multiple objects move together (i.e., exhibit correlated motion). Also, the modified proposal distribution in the BPF is modeled as a weighted linear combination of the Adaboost proposal
distribution and the proposal distribution of the Gaussian mixture-based particle filter. This raises certain critical issues, namely,
how does one assign weights to the individual proposal distributions in the above weighted linear combination and how does
one interpret the results when the means of the individual proposal distributions are separated significantly. The BPF also suffers
from the correspondence problem, i.e., it is difficult to determine
the set of particles that correspond to a specific tracked object.
The BRAMBLE multiple-object tracking algorithm [14] which randomly generates a new object and removes an existing object using
a Poison distribution model, is also seen to suffer from the aforementioned correspondence problem.
3. Contributions of the paper
The accuracy, robustness and computational efficiency of the
major components, i.e., the object model, particle sampling proce-
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dure, proposal distribution and transition function, are critical for
an effective particle filter-based tracking system. In this paper we
present four significant enhancements to the conventional particle
filter that enhance the accuracy, robustness and computational
efficiency of the aforementioned components, namely, (a) an improved proposal distribution and transition function that entail
the computation of optical flow using a multiscale elastic matching
algorithm, (b) an improved object model that integrates a statistical region-based model and a statistical shape-based model, (c) an
improved particle sampling procedure based on the Genetic Algorithm (GA) and (d) incorporation of object detection within object
tracking which alleviates the common problems associated with
extending the particle filtering framework to a multiple object
tracking scenario. These enhancements are further detailed in the
remainder of this section.
The proposal distribution proposed in this paper is unique in
that the current observation is incorporated by exploiting the optical flow and velocity field to update the state(s) of the particles.
Inaccurate prediction of the object location by the proposal distribution and transition function results in a large number of particles
required to support the tracking hypothesis on account of the
greater uncertainty in object localization. Our previous work [21]
has shown that the imposition of spatial constraints on the optical
flow field enables the tracking of multiple objects in complex situations with just a single tracking hypothesis. However, a major
shortcoming of a single hypothesis-based multiple object tracker
is its propensity to get trapped in a local optimum in spite of the
incorporation of optical flow information [21]. Consequently, in
the proposed tracking algorithm, we incorporate optical flow information within a multiple tracking hypothesis framework. The optical
flow and velocity field are used to predict the new locations of the
particles accurately and efficiently. In the case of partially occluded
objects, the imposition of spatial constraints is shown to enable
accurate computation of the velocity field in the unoccluded regions of the image, which in turn allows the tracking parameters
of partially occluded objects to be correctly updated. It is shown
that incorporation of multiscale elastic matching and use of multi-spectral channels within the optical flow computation enables
the tracking algorithm to deal with object shape deformation,
and changes in scale, viewpoint and illumination. Unlike the KPF
[19], the proposed optical flow computation does not require an
accurate measurement function thus making it more general and
robust than the KPF.
The proposed object model is based on the integration of a statistical region model and a statistical shape model. It is designed to
make the tracker computationally efficient, enhance its robustness
to noise, clutter and occlusion, and increase the tracking accuracy
by reducing the variance or uncertainty associated with the tracking parameters. The proposed object model enables more accurate
estimation of the likelihood pðIt jX t Þ compared to simpler regionbased models even in instances of partial occlusion [29,38]. The
statistical region model is trained on human skin color to enable
human face detection and tracking. The region-based log-likelihood measure is based on region (skin) color and computed efficiently using an integral image [40,41]. The statistical shape
model within the proposed object model relies on a line segment
matching procedure similar to the one used in structural indexing
[33] and geometric hashing methods [9,42] for object recognition.
In contrast to the computationally intensive edge-based statistical
shape model proposed in [3], the proposed line segment matching
procedure is shown to produce a smooth probability surface for the
shape model in a computationally efficient manner using a kernelbased voting scheme similar to that used in the Radon Transform
[8,37]. The kernel-based voting scheme is restricted to the computation of the shape likelihood function via precomputation and
indexing of the line segments using a simple hash table. The like-

lihood of each instance of the shape model in the image is computed efficiently without having to compute the probability
distribution function over the entire parameter space as in the case
of the Radon Transform. The proposed kernel-based voting scheme
is shown to be robust in the presence of occlusion. The incorporation of the shape model within the particle filter is shown to result
in a more compact distribution of the resulting particles (i.e., with
lower variance). It should be noted that although the efficacy of the
proposed object model is demonstrated in the context of face
detection and face tracking, the overall object modeling framework
can be applied to the detection and tracking of general objects for
which appropriate statistical region and shape models can be
formulated.
The proposed sampling procedure for the particle filter incorporates elements of the Genetic Algorithm (GA) [27] within the conventional SIR procedure of the CONDENSATION tracker [12,14]. In a
multiple-object tracking scenario, the GA is shown provide a natural mechanism for retaining particles that better support the tracking hypothesis while eliminating those that do not. In particular,
the crossover operator in the GA is shown to improve the probability of finding a good multiple-object configuration hypothesis (i.e.,
one with higher likelihood) thus enabling the sampling procedure
to converge faster and on a more accurate set of tracking
hypotheses.
The final enhancement is the incorporation of an explicit object
detection and validation procedure within the proposed tracking
framework. This ensures that each particle represents an identical
number of tracked objects and that the ith object in particle m1 corresponds to the ith object in particle m2 . Thus, each particle denotes a distinct multiple-object hypothesis and represents the
same set of objects in the scene. This circumvents the correspondence problem and the independence assumption problem discussed previously in the context of the BPF [29] and the
BRAMBLE tracker [14].
Fig. 1 depicts the proposed tracking framework which integrates object detection with the proposed multiple-object tracking
algorithm. The tracking algorithm tracks the location of each object
in the new image whereas the detection algorithm detects the
presence of new objects. The validation algorithm uses the probabilistic object model and occlusion reasoning to validate the presence of new and previously tracked objects. Although the proposed
scheme is currently implemented for the detection and tracking of
(multiple) human faces in video streams, it is general enough to be
used for the detection and tracking of any object for which appropriate region- and shape-based models can be formulated. The fact
that the efficacy of the proposed scheme is demonstrated in the
context of detection and tracking of (multiple) human faces in video streams does not diminish the generality of the underlying
formulation.
The proposed system can be briefly described as follows. Given
a new image and the set of n particles fX it g:
(1) The log-likelihood values of the face (skin) color distribution
pðyjFÞ and non-face color distribution pðyjFÞ at each pixel location y are computed using a log-likelihood lookup table. These

Fig. 1. Proposed System for Integrated Object Detection and Object Tracking.
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(2)

(3)

(4)
(5)
(6)
(7)

values are then used to compute the region log-likelihood value
of each particle. The line segments describing the object shape
are extracted and indexed, and used to compute the shape
probability of each instance of the object for each particle.
The proposed transition function that incorporates multiscale elastic matching-based optical flow computation is
0
used to compute the new parameters of each particle X it .
The object detection algorithm is used to detect the presence
of new objects. If a new object oi is detected, n new instances
of object oi are generated based on the location of the
detected object. Each of the n particles X it is updated by having an instance of object oi appended to it.
0
The log-likelihood of each particle logðpðIjX it ÞÞ is computed
based on the region- and shape-based object model.
The output particle set is computed using a weighted averaging algorithm.
The output is validated and occlusion reasoning is performed. Invalid objects are removed from consideration.
The new set of particles is generated for the next iteration
using a novel combination of the traditional SIR procedure
of the CONDENSATION tracker [12,14] and a GA [27]. The
tracking algorithm proceeds to step 1 of the next iteration.

The remainder of the paper is organized as follows. Section 4
describes briefly the proposed object model wherein Section 4.1
details the proposed region-based model and Section 4.2 details
the proposed shape model. Section 5 details the computation of
the configuration probability or particle likelihood via integration
of the shape model and region model. Section 6 describes the proposed sampling algorithm which incorporates the GA [27] within
the SIR procedure of the CONDENSATION tracker [12,14]. Section
7 describes the proposed proposal distribution which is based on
the computation of optical flow using multiscale elastic matching.
Section 8 summarizes the proposed system. Section 9 presents
experimental results in the context of detection and tracking of
multiple human faces in fairly complex scenes containing instances of occlusion, scene clutter and changes in illumination,
scale and viewpoint. Section 10 concludes the paper with an outline for future work.
4. Object representation
In the proposed tracking scheme, a particle denotes a tracking
hypothesis, i.e., a configuration of the foreground objects at any given instant of time. A particle X it is represented as a vector where
each component of the vector denotes the individual state of a distinct foreground object. Each foreground object oij is associated
with a contour c and a region r. Consequently, particle
X it ¼ ðoij ðc; rÞÞ, j ¼ 1; . . . ; m, where m is the number of tracked objects at time t. Each object oij is represented as a vector of parameters ðx; y; h; s; idÞ, where ðx; yÞ is the centroid of the object, id is the
template identification number, s is the scale, and h is the rotation
angle. That is, each object is expressed as a 2-D Euclidean transformation of one of the shape templates where the contour c automatically determines the region r.
4.1. Region-based object model
A color-based region model is proposed for the human face and
used to compute efficiently the log-likelihood value of each face region using the integral image and the union set operator. Based on
the independence assumption, the log-likelihood computation is
represented as a summation of feature-based log-likelihood values
at each pixel within the region. Each object region is represented as
a simple rectangle or a combination of rectangles. A 2-D integral

image [40,41] is used to speed up the log-likelihood computation
since the summation of the log-likelihood values in a rectangle
can be computed with two additions and one subtraction. Since
the feature vector at each pixel is multi-dimensional, the integral
histogram algorithm presented in [31] is used to compute the integral image. The major difference between the proposed integral
image approach and the approaches described in [40] and [41] is
that, in our case, the integral image is defined over the pixel values
of the log likelihood image whereas in [40] and [41] it is defined
over the grayscale or color histogram of the image pixels.
In the proposed integral image approach, overlapping rectangles need to be given special consideration since the simple addition of the log-likelihood values of two overlapping rectangles
would yield an incorrect result. A particle is represented as an array of foreground objects X r ¼ ðo1 ; . . . ; om Þ where each foreground
object is represented by a set of rectangular regions fr 1 ; . . . ; r g g.
For each region r j , the summation of its pixel log-likelihood values
is denoted by Lrj . If the regions r j are non-overlapping, then the toP
Lrj . However, when
tal log-likelihood Lr is given simply by Lr ¼
the regions rj are overlapping, the simple summation will count
some regions more than once, and hence give incorrect results. Given a set of regions R ¼ fr1 ; . . . ; r g g, we define the region set
Rk ¼ fra1 \ . . . \ rak ; aj 2 ½1; . . . ; g(; 8i; j; ai < aj () i < jg. We also deP
Sg
S
S
S
S
fine
k ¼
R2Rk R, then the region
1 #
2 þ
3 # ...:
1 ri ¼
kþ1 S
þð#1Þ
k and the corresponding likelihood value is given by

L

g
[
1

ri

!

¼L

!
[
1

#L

!
[
2

þL

!
[
3

# . . . þ ð#1Þkþ1 L

[
k

!

ð3Þ

For example, the union of three sets A; B; C can be computed as
A [ B [ C ¼ A þ B þ C # ðA \ BÞ # ðA \ CÞ # ðB \ CÞ þ ðA \ B \ CÞ and
the
corresponding
likelihood
computed
as
LðA [ B[
CÞ ¼ LðAÞ þ LðBÞþ LðCÞ # LðA \ BÞ# LðA \ CÞ # LðB \ CÞ þ LðA \ B \ CÞ.
4.2. Shape-based object model
A contour-based model of the object shape is used where the
object contours are approximated by a sequence of connected line
segments. A contour-based model was observed to be less sensitive
to noise and outliers than the edge pixel-based shape model described in [3]. The line segment-based contour approximation also
allows for more efficient computation of the affine transformation
and similarity matching of the line segments than B-splines or Bezier curves that could potentially yield a better approximation to
the object contours.
The matching algorithm for computing shape similarity is based
on a geometric hashing procedure described in [9,42] and uses a
voting procedure similar to the one used in the Radon Transform
[8,37] for shape recognition. The Radon Transform, which can be
viewed as a general procedure to map a set of image observations
(edge pixels, line segments, ...) to a parametric description of the
object shape, is known to be capable of handling instances of occlusion and missing data in the image. The Radon Transform typically
entails an exhaustive search of the parameter space and is hence
computationally intensive, especially when dealing with large
parameter spaces. In the proposed tracking framework, we are
interested primarily in computing the conditional probability
pðIt jSt Þ of the current image It for a given set of shape instances
St ¼ fSit ; 1 6 i 6 mg with known shape parameters, rather than
for all possible shapes, where m is number of tracked objects.
Hence we compute the conditional probability specifically for the
existing shape instances described by the current set of particles,
rather than for the entire parameter space. All possible line segments for the current image are computed using an incremental
line segment approximation algorithm and stored in a hash table.
The hash table allows for efficient computation of the shape prob-
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ability whereas the proposed probabilistic shape model ensures
that the resulting probability surface is smooth.
In the proposed shape model, the line segments are first extracted from the observed image using algorithms for edge detection and line segment following. The extracted line segments are
then used to vote for the object shapes. The shape model is pretrained using the clustering algorithm described in Section 5.2.1,
from which a set of shape templates fSi ; i ¼ 1; . . . ; Tg is obtained.
A shape template is given by Si ¼ fEi;j ¼ ðC i;j ; Hi;j ; Li;j Þ; rC;i ;
rH;i ; rL;i ; j ¼ 1; . . . ; Mg, where C i;j is the center, Hi;j the angular orientation and Li;j the length of the line segment. The parameters
rC;i ; rH;i and rL;i are the standard deviations of C; H and L, respectively. When we compute the line segment approximations to the
shape templates, we ensure that the lengths of the line segments
are approximately equal and the number of line segments M is
identical for all shape templates. This simplifies the matching algorithm designed to compute the shape probability.
Each shape template is associated with a prior distribution pðSi Þ.
The time series of the shapes is assumed to be a Markov process, that
is pðSt jSt#1 ; . . . ; S0 Þ ¼ pðSt jSt#1 Þ. With this simplification, pðSt jSt#1 Þ
can be precomputed easily with training data. The shape probability
model is used subsequently in the sampling procedure of the particle
filter. However, before presenting the algorithm to compute the
shape probability model, we prove the following lemma:
Lemma 1. If the random variables Ai are independent of each other,
then

pðIjA1 ; . . . ; An Þ ¼ ½pðIÞ(ð1#nÞ

n
Y
i

pðIjAi Þ

ð4Þ

Proof 1. Eq. (4) in the above lemma can be proved as follows:

pðIjA1 ; . . . ; An Þ ¼

pðI; A1 ; . . . ; An Þ pðA1 ; . . . ; An jIÞpðIÞ
¼
n
Q
pðA1 ; . . . ; An Þ
pðAi Þ
i¼1

pðIÞ
¼

n
Q

i¼1
n
Q

i¼1

pðAi jIÞ

pðAi Þ

¼ ½pðIÞ(ð1#nÞ
¼ ½pðIÞ(ð1#nÞ

¼

½pðIÞ(

ð1#nÞ

i¼1

i¼1
n
Q

i¼1

n
Y
pðAi jIÞ
PðIÞ
pðAi Þ
i¼1
n
Y

n
Q

pðIjAi Þ

ðpðAi jIÞpðIÞÞ

pðAi Þ

5. Computation of the particle likelihood pðIjXÞ
In the case of multiple tracking hypotheses, the particle likelihood pðIjXÞ is used as the particle weight in the sampling procedure of the particle filter where each particle denotes an mobject tracking hypothesis. The particle likelihood pðIjXÞ comprises
of the region-based likelihood pðIjX r Þ and the shape-based likelihood pðIjX s Þ.
5.1. Computation of the region-based likelihood pðIjX r Þ
A color-based region model is used in the proposed face
detection and tracking system on account of its simplicity and
computational efficiency. The lookup table-based face detection
algorithm described in [43] is adopted. Two lookup tables are designed; the first is the log-likelihood color lookup table, which
gives a probabilistic face color model and the other is the classification (binarization) lookup table, which is used to detect the face
regions. Sensitivity analysis of face detection is used to choose the
appropriate color space and the size of the lookup tables from
training data [30]. A more comprehensive treatment of color-based
face detection algorithms can be found in [43].
Given a color space Y, the classification lookup table simply
maps each color y (y 2 Y) into one of two classes: skin color (F)
or non-skin color (F). The likelihood probability is given by
pðIjX r Þ, where I ¼ ðy1 ; . . . ; yN Þ is the observed image which comprises of the colors observed at each pixel location and N is the total number of image pixels. In the case of the region model, an
equivalent representation of a particle consists of the labels assigned to each pixel location in the image, i.e., X l ¼ ðx1 ; . . . ; xN Þ
where each xi is the classification label (i.e., face or non-face) for
the ith pixel location. By assuming the independence of the colors
and classification labels at each pixel location, one obtains
Q
pðIjX r Þ ¼ pðIjX l Þ ¼ pðyi jxi Þ. We introduce the notation pðyi jFÞ as
an abbreviation for pðyi jxi ¼ FÞ and pðyi jFÞ as an abbreviation for
pðyi jxi ¼ FÞ. Likewise, we introduce the notation pðIjFÞ to denote
pðIjX l ¼ FÞ ¼ pðIjx1 ¼ F; x2 ¼ F; . . . ; xN ¼ FÞ and pðIjFÞ to denote
pðIjX l ¼ FÞ ¼ pðIjx1 ¼ F; x2 ¼ F; . . . ; xN ¼ FÞ. Note that the background likelihood of the image pðIjX l ¼ FÞ is a constant for any particle X i in the sampling procedure. Therefore

pðIjX l Þ ¼ pðIjX l ¼ FÞ
!

ð5Þ

In the context of the shape model, a particle X is associated with an
array of shape descriptors X s ¼ ðS1 ; . . . ; Sm Þ, where m is the number
of tracked objects, which is the same for all the particles. Each shape
descriptor Si is a Euclidean transformation of a shape template Sidi ,
where idi is the shape template identification number of shape Si .
Q
Assuming the independence of the shapes, PðX s Þ ¼ m
i¼1 pðSidi Þ,
where pðSidi Þ is the probability of template Sidi . From Eq. (4),
Q
pðIjX s Þ ¼ p1#m ðIÞ pðIjSi Þ. A shape instance Si within a particle X is
represented as Si ¼ ðfEi;k g; idi Þ, where idi is the template identification number, and fEi;k g is a set of line segments describing the
shape. fEi;k g is obtained via an affine transformation of template
Sidi with the scale factor s, rotation angle h, and displacement
d ¼ ðx; yÞ. Given a shape template Si ¼ fðC i;j ; Hi;j ; Li;j Þg and the transformation parameters ðd; s; hÞ, the shape instance can be expressed
as Si ¼ ðfEi;j ¼ ðsRh C ij þ d; Hi;j þ h; sLi;j Þg; idi Þ. A shape instance Si has
two representations, one is in terms of the transformation parameters ðd; s; h; idÞ, the other is the set of line segments Si ¼ ðfEi;j g; idi Þ.
The second representation can be computed easily from the first.
For the purpose of computation of the shape-based likelihood, the
second representation is deemed more convenient.

pðIjX l Þ

pðIjX l ¼ FÞ

¼ pðIjX l ¼ FÞ

N
Y
i¼1

pðyi jxi Þ

pðyi jxi ¼ FÞ

ð6Þ

Note that only the relative and not absolute probability values
pðIjX r Þ ¼ pðIjX l Þ of each particle X i are of relevance in the sampling
procedure for the particle filter. Also, note that in Eq. (6), it is necQ
pðyi jxi Þ
for only the foreessary to compute the likelihood Ni¼1 pðy
jx ¼FÞ
i

i

ground regions whose pixel labeled as F, because if xi is labeled as
QN pðyi jxi Þ
Q
pðyi jxi Þ
pðyi jxi ¼FÞ
F, then pðy
¼ 1. Thus,
xi ¼F pðy jx ¼FÞ. Computing
i¼1 pðy jx ¼FÞ ¼
jx ¼FÞ
i

i

i

i

i

i

the log of both sides of Eq. (6), we obtain

log pðIjX r Þ ¼ log pðIjX l Þ ¼ log pðIjX l ¼ FÞ þ

X
xi ¼F

log

pðyi jxi ¼ FÞ

pðyi jxi ¼ FÞ

ð7Þ

Thus, the designed log-likelihood lookup table stores the values of
logðpðyjFÞ=pðyjFÞÞ, where the values of pðyjFÞ and pðyjFÞ are computed using the linear binning method [15] using a set of ground
truth labeled face color samples and background color samples.
The likelihood is computed as cðyÞ ¼ pðyjFÞ=pðyjFÞ. A threshold value T is chosen for the classifier, such that if cðyÞ > T, then the color
is classified as a face color, otherwise it is classified as a non-face
color. The optimal choices for the color space, bin size for the lookup
table and threshold value are determined via training on the ground
truth labeled data set and subsequent analysis of the resulting plot
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Fig. 2. Classification results with color sets for different detection rates.

of the detection rate (true positive rate) a versus the false positive
rate !. With the amount of ground truth data at our disposal, the
best encoding scheme that we obtained was the HSV color space
with a bin size 2 * 16 * 2.
Fig. 2a–c display the original image and the face detection results for detection rate a ¼ 0:5 and a ¼ 0:7, respectively where region growing and component size filtering are used to detect the
image regions corresponding to human faces. Fig. 2b shows that
a lower detection rate a results in fewer false positives but at the
cost of fragmentation of the actual face regions in the image. A
higher detection rate, on the other hand, is able to better recover
the actual face regions but results in several false positives
(Fig. 2c). To address this tradeoff, a hierarchical face detection
scheme is designed by computing the set of face colors for increasing values of the face detection rate a. Candidate face regions are
first detected using the set of face colors computed for a small predetermined detection rate a1 . In the next stage, the set of face colors is computed for a higher detection rate a2 and used to detect
faces only in the spatial proximity of the candidate face regions detected in the previous stage. The result of the hierarchical face
detection scheme is shown in Fig. 3. The hierarchical face detection
scheme was observed to recover effectively the actual face regions
without increasing the false positive rate.
5.2. Computation of the shape-based likelihood pðIjX s Þ
We assume that a shape instance is expressed as a set of line
segments Si ¼ fEi;j ; j ¼ 1; . . . ; Mg. Assuming the independence of
Q
the line segments in Si , we obtain pðIjSi Þ ¼ p1#M ðIÞ M
j¼1 pðIjEi;j Þ. The
distribution pðIjX s Þ is therefore computed as:

pðIjX s Þ ¼ p1#m ðIÞ

m
Y
i¼1

¼ p1#mM ðIÞ

"

p1#M ðIÞ

"
m
M
Y
Y
i¼1

j¼1

M
Y
j¼1

pðIjEi;j Þ

pðIjEi;j Þ

#

#

ð8Þ

Computing the log of both sides of Eq. (8),

logðpðIjX s ÞÞ ¼ ð1 # mMÞ log pðIÞ þ

"
m
M
X
X
i¼1

j¼1

#

logðpðIjEi;j ÞÞ

Fig. 3. Result of face detection using the hierarchical scheme.

ð9Þ

We present efficient algorithms to compute values of pðIjEi;j Þ and
pðIjX s Þ using the hash table. Since pðIÞ is a constant for all the samples, and values of m and M are the same for all the particles, we can
effectively ignore pðIÞ. We use the hash table to store all possible
line segments in the current image, such that for a given value of
X s , we can compute pðIjX s Þ efficiently. Based on the previous discussion, a large fraction of the time taken to compute pðIjX s Þ is devoted
to the computation of the conditional probability pðIjEÞ for a given
line segment E of a given shape instance in a particle. The conditional distribution pðejEÞ of the observed line segment e ¼ ðc; h; lÞ
in image I is assumed to be a Gaussian distribution. Since we assume the statistical independence of c, h and l, pðejEÞ ¼ Gðc; C; rC Þ
Gðh; H; rH ÞGðl; L; rL Þ, where Gðx; l; rÞ denotes a Gaussian distribution with mean l and standard deviation r. The search range for
e for a specified E is given by ½+3:5rC;x ; +3:5rC;y ; +3:5rH ; +3:5rL (.
The conditional probability of a line segment e in the above search
range of E is given by pðIjEÞ ¼ pðejEÞ. If there is no line segment in
the aforementioned range, it could be a result of occlusion or the
failure of the edge detection algorithm. In this case a small default
value is assigned to pðIjEÞ. If the lengths of the line segments are
random, it is very possible that a single line segment in the shape
model corresponds to a collection of line segments in the image.
For example, a line segment of length 100 pixels in the shape model
could correspond to two line segments of lengths 30 pixels and 70
pixels in the image. This uncertainty makes it very difficult to establish correspondence between the line segments in the object model
and those in the image. Hence, to simplify the problem, it is ensured
that the lengths of all the line segments in the object shape templates are equal. Therefore, for each line segment in the shape template, we only need to search for the best match among the line
segments in the image. That is, if there are multiple line segments
in the image that correspond to the model line segment E, then
the image line segment e which results in the maximum match
probability pðejEÞ is chosen. Fig. 4 shows a line segment E ¼ GH
from a model shape instance and a curve e ¼ ABCD which is a contour segment detected in the image. The matching of image line
segments AC and BD to the model line segment E results in different
values for the conditional probability pðe ¼ ABCDjE ¼ GHÞ. The
objective, therefore, is to determine a line segment on the contour
segment e ¼ ABCD that maximizes the conditional probability
pðe ¼ ABCDjE ¼ GHÞ.

Fig. 4. Matching of an image curve with a model line segment.
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A straightforward scheme to compute pðejEÞ is to search all the
line segments with length L ¼ jEj on the image contour segment
ABCD for the best match with model line segment E. Given the image contour segment ABCD ¼ fðxi ; yi Þ; i ¼ 0; . . . ; Ng, we first compute a line segment eð0Þ ¼ ðc0 ; h0 Þ, (where c0 is the midpoint of
the line segment and h0 is its orientation) using the Least Mean
Squared Error (LMSE) line fitting algorithm on the points
ðx0 ; y0 Þ; . . . ; ðxL#1 ; yL#1 Þ, and then compute the conditional probability pðeð0ÞjEÞ. We then compute pðeð1ÞjEÞ for line segment
eð1Þ ¼ ðx1 ; y1 Þ; . . . ; ðxL ; yL Þ; pðeð2ÞjEÞ for line segment eð2Þ ¼ ðx2 ; y2 Þ;
. . . ; ðxLþ1 ; yLþ1 Þ and so on. The procedure is halted when all line segments of length L on the contour segment are considered. The line
segment that maximizes pðeðiÞjEÞ is considered the best match for
the model line segment E.
For an image contour segment of length l where l P L, l # L þ 1
invocations of the LMSE line fitting algorithm are needed. Given a
point set fðxi ; yi Þ; i ¼ 0; . . . ; L # 1g, the LMSE line fitting algorithm
P 1P
computes eð0Þ ¼ ðc0 ; h0 Þ as c0 ¼ ð1L
xi ; L
yi Þ, and h0 ¼
P P 2 P P
y
x #
x
xy
arctan P xi P y2i #P yi P xi yi . For convenience, we introduce the foli
i
i i
i
P
P
P 2
P 2
lowing
variables
sx ¼
xi ; sy ¼
yi ; sxx ¼
xi ; syy ¼
yi ;
P
xi ; yi . There are several ways to improve the efficiency of
sxy ¼
the above LMSE line fitting algorithm. First, the LMSE algorithm
can be performed incrementally. After the computation of eð0Þ, if
point ðx0 ; y0 Þ is removed and replaced with an new point ðxL ; yL Þ,
then the value of sx ; sy ; sxx ; syy and sxy are updated as follows:
s0x ¼sx þxL #x0 ;s0y ¼sy þyL #y0 ; s0xx ¼sxx þx2L #x20 ; s0yy ¼syy þy2L #y20 , and
s0xy ¼ sxy þ xL yL # x0 y0 . Thus the line segments eð1Þeð2Þ; . . . can be
computed incrementally resulting in significant computational
savings. Second, the result of the line approximation algorithm
eð0Þ; eð1Þ; . . . can be precomputed and stored in a hash table that
is indexed using the midpoint ðx; yÞ of the line segment. The hash
table stores information for all possible image line segments of
length L. For any given model line segment E, the hash table is
searched in the range ½+3:5rC x ; +3:5rC y ( for the best match.
In the above incremental line approximation algorithm, the
number of pixels used in the computation of the line approximation is fixed and preset to a number L. However, the lengths of
the actual line segments generated from L pixels may vary depending on the actual locations of these L pixels. Moreover, the scales of
the objects in the image may also vary. Consequently, in the line
segment matching procedure, the two line segments being
matched may have different lengths. However, this is not a problem as long as the curves that describe the shape template and
the curves obtained from the observed image are smooth enough.
When the underlying curves are smooth, the orientations and positions of the centroids of the line segments resulting from a varying
number of pixels are close to each other. This means that the measurement error in the line segment matching procedure resulting
from variations in the lengths and orientations of the line segment
is small.
The Gaussian kernel function can be effectively used to model
the measurement error resulting from the variation in the line segment length. This simplification is significant from a computational
perspective, since it is not necessary to compute the line segment
approximation for all possible lengths of the line segments. In order to ensure the validity of the above simplification, it is important to ensure that the set of line segments derived from the
shape template and the set of line segments obtained from the observed image are sufficiently smooth. The smoothness of the line
segment set obtained from the shape template is ensured by a Bspline curve approximation. In order to obtain a smooth line segment set from the observed image, it is important to keep track
of the orientations of the line segments as they are being followed.
As the edge pixels in the image are being followed, if the current

edge pixel is seen not to be a fork pixel, then it is added directly
to the list of edge pixels of the current line segment. Note that a
fork pixel is one that has more than one neighboring pixel that
has not been visited thus far. If the current pixel is a fork pixel, it
will have two or more neighboring pixels, of which one pixel needs
to be chosen as the next pixel for the current line segment. Since
the orientation of the current line segment is known, the neighboring pixel which is nearest to the current line segment is chosen as
the next pixel.
The line following algorithm can be described briefly as follows:
(1) Find the first edge pixel ðx0 ; y0 Þ in the edge image using a
raster scan. If this pixel is not a fork pixel, remove it from
the edge image and append it to the list of edge pixels of
the current line segment.
(2) Find the next edge pixel. Again, if this pixel is not a fork
pixel, remove it from edge image and append it to the list
of edge pixels of the current line segment.
(3) Compute the orientation of the current line segment using
the existing pixels in the edge list.
(4) Search for the next edge pixel. If it is not a fork pixel, append
it directly to the list of edge pixels of the current line segment. Remove the edge pixel from the edge image. Update
the line segment parameters. If the edge pixel is a fork pixel,
add it to the list of edge pixels of the current line segment
but do not remove the edge pixel from the current edge
image. Examine the neighboring edge pixels. Determine
the edge pixel which is nearest to the current line segment,
append it to the list of edge pixels of the current line
segment.
(5) Repeat step 4 until the total number of pixels in the current
line segment is a predefined number L, then add the existing
line segment to the hash table.
(6) Remove the first pixel from the list of edge pixels of the current line segment, and repeat steps 4 and 5 until no new
connected edge pixel is found.
(7) Repeat steps 1–6 until all the edge pixels in the edge image
are processed.

5.2.1. Generation of the contour template pðSÞ
In the proposed scheme, the object contour is implicitly
included in the object model and modeled as an instance of a precomputed contour template. The contour templates are generated from ground truth labeled training data. Given a contour
training set fCi g, each object contour Ci is first normalized to a
specified size (eg. 100 * 100 in the case of face tracking) as shown
in Fig. 5a1. The contours in the training data are generated by manually tracing the human faces in each frame of the training videos.
The spatial distribution of contour points is made uniform (equalized) using interpolation such that the resulting contour points are
uniformly distributed along the contour. The starting point on the
contour is chosen to be vertically aligned with centroid of the contour, as shown in Fig. 5a2 where O is the centroid and S is the chosen staring point. Let C0i ¼ ðci;0 ; . . . ; ci;N#1 Þ be the contour obtained
from Ci after normalization, equalization and alignment. A vector
of B-spline control points fTi g ¼ð ti;0 ; . . . ; ti;M#1 Þ is obtained for each
contour C0i in the training set as shown in Fig. 5a3 where the point
indicated by the arrow represents the first control point. The value
M ¼ 10 is used in our face tracking experiments. Fig. 5a4 depicts
the contour restored using the B-spline control points. The control
point vectors fTi g are modeled as a mixture of K Gaussian distributions for a predetermined value of K. The corresponding K clusters
of control points are determined using the K-means clustering
algorithm. The distance between the control point vectors Ti and
Tj is measured using the Euclidean metric dðTi ; Tj Þ ¼ kTi # Tj k. As
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Fig. 5. Contour templates.

shown in Fig. 5b, 352 faces are randomly extracted from the video
data for training in the face tracking experiment. The control points
obtained from the normalized faces are shown in Fig. 5b1. Using
the K-means clustering algorithm (with K ¼ 3), 3 clusters are obtained from the 352 control point vectors. The 3 contours generated from the 3 cluster centers of the control point vectors are
shown in Fig. 5b2–4 where the number within each contour represents the cluster cardinality. Each cluster (shape template) Si is
represented by a Gaussian distribution Si & NðTi ; Ri Þ.
For each template represented using B-spline control points, the
corresponding contour is computed and the line segment approximation algorithm used to obtain the line segment representation
of the template. After performing the clustering procedure, the
training shapes T i are classified into a class represented by Si . With
this information, we can readily approximate the probability
pðS ¼ Si Þ and the probability pðSt jSt#1 Þ by counting the number of
samples in the relevant classes.
Fig. 6 shows the result of edge detection and shape (face) likelihood distribution pðIjoÞ for various instances generated from a
single shape template Si with identical values for the scale parameter s and orientation parameter h where o ¼ ðx; y; s; h; iÞ is a specific instance of the shape template Si . The dark lines in Fig. 6
denote the detected edges whereas the shading (grayscale values)
denotes the values of the shape likelihood function. The grayscale
value at pixel location ðx; yÞ is proportional to the shape likelihood
value pðIjoÞ. In Fig. 6, a darker shade denotes a higher grayscale value and hence a higher value of the shape likelihood function pðIjoÞ.
From Fig. 6, it can be seen that the shape (face) likelihood function
pðIjoÞ has higher values in the vicinity of actual faces in the image.
5.2.2. Shape instance generation and weighted averaging
When a shape instance needs to be initialized, the following instance generating algorithm is employed:
(1) In the given region, randomly generate the affine transform
values ðd; h; sÞ, where d ¼ ðx; yÞ.
(2) Randomly generate a shape template identification number
id with probability pðSid Þ, i.e., id & pðSid Þ.
(3) Generate
the
instance
S ¼ fðsRh C id;j þ d; hid;j ; sLid;j Þg;
j ¼ 1; . . . ; M.
When an array of particles

fX is

¼

ðSi1 ; . . . ; Sim Þg

and their posterior

probability values pðIjX is Þ are known, the output can be computed
P
using the weighted average, X s ¼ P 1 i
pðX is jIÞX is . Since for each
i

pðX s jIÞ

instance Sij ¼ ðxij ; yij ; hij ; sij ; idj Þ, xij ; yij ; hij and sij are continuous variables, their weighted averages can be readily computed. However,
since the template identification number id, is not a continuous
variable, the template with the maximum weight is chosen as
the output template for each object. The weight of template Sid of
P
i
the jth object is computed as wid;j ¼ idi ¼id pðIjX i Þ, where idj is the
j

template identification number of the jth object in the ith particle.
The template with identification number idj ¼ argðmaxid ðwid;j ÞÞ is

chosen as the output template of the jth object. Thus, the output
of the jth object is a affine transform of template Sidj with paramP i
P i
!j ; y
!j ; !
!j ¼
eters
ðx
hj ; !sj Þ,
where
xj ¼
xj pðIjX i Þ; y
yj pðIjX i Þ;
P i
P i
i
i
!
hj ¼
hj pðIjX Þ and !sj ¼
sj pðIjX Þ.

5.3. Combining pðIjX r Þ and pðIjX s Þ

The region-based likelihood pðIjX r Þ and shape-based likelihood
pðIjX s Þ are combined to yield the particle likelihood pðIjXÞ. By
assuming the mutual independence of the shape model and region
model, from Eq. (4) the likelihood of particle X is given by:

pðIjXÞ ¼

pðIjX r ÞpðIjX s Þ
pðIÞ

ð10Þ

6. CONDENSATION and the Genetic Algorithm
The SIR procedure employed by the CONDENSATION tracker
[12,14] is a population-based simulated Monte Carlo technique
that approximates the filtering distribution pðX t jI0 ; :::; It Þ by a set
of weighted particles fðX it ; wit Þ; i ¼ 1; . . . ; ng. The importance
weights wit are chosen to be approximations to the relative posterior probabilities (or densities) of the particles such that
Pn
ðiÞ
i¼1 wt ¼ 1. The CONDENSATION tracker [12,14] can be summarized as follows:
(1) Initialise fðX i0 ; wi0 ÞgNi¼1 from the prior distribution X 0 .
(2) For t > 0
(a)
Resample Phase: Resample fðX it#1 ; wit#1 ÞgNi¼1 to yield
0
fðX it#1 ; 1=NÞgNi¼1 .
0
(b)
Predict Phase: Generate X it & pðX t jX t#1 ¼ X it#1 Þ to yield
i
fðX t ; 1=NÞg.
(c)
Weighting Phase: Set wit / pðIjX t ¼ X it Þ to yield
P i
wt ¼ 1:
fðX it ; wit Þg, normalized so that
(d)
Estimate X t for the purpose of display.

6.1. The Genetic Algorithm (GA)
Like the SIR procedure, the GA [27] is a population-based simulated Monte Carlo procedure used extensively in search and optimization problems. Since multiple hypotheses are maintained by
the GA in order to determine an optimal solution, it is shown to
be is well suited for the multiple-hypotheses (multiple-object)
tracking problem. At each stage, the GA maintains a population
of candidate solutions fX i g to a given problem, where each solution
is represented by an array of data values. In our formulation of the
multiple-object tracking problem, each data value is an instance oj
of a tracked object and a solution is a tracking configuration or
tracking hypothesis represented by a particle X i ¼ foij g.
In the proposed GA-based sampling procedure, an objective
function is used to evaluate each candidate solution, and the
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resulting value is used as the weight of the solution. The candidate solutions in the population are subject to two genetic operators, i.e., the mutation operator X t ¼ f ðX t#1 Þ, which is equivalent
to the transition function in the CONDENSATION tracker, and the
crossover operator ðX it ; X jt Þ ¼ gðX it#1 ; X jt#1 Þ. The canonical singlepoint crossover operator chooses a common crossover point on
a pair of solutions and exchanges the data between them. For
example, given solutions X it#1 ¼ ðoi1 ; oi2 ; oi3 Þ and X jt#1 ¼ ðoj1 ; oj2 ; oj3 Þ,
if the crossover point is chosen at position 2, then after crossover,
X it ¼ ðoi1 ; oj2 ; oj3 Þ and X jt ¼ ðoj1 ; oi2 ; oi3 Þ. The crossover operator can
generate a potentially better solution from two inferior solutions.
Based on the above example, if oi1 is a good fit to the problem, but
oi2 and oi3 are not, then solution X it#1 is not a good solution. On the
other hand, if oj1 is a bad fit, but oj2 and oj3 are a good fit, then X jt#1
is also an unsatisfactory solution. But after subjecting X it#1 and
X jt#1 to the crossover operator, one obtains X it ¼ ðoi1 ; oj2 ; oj3 Þ, which
is a better solution than either X it#1 or X jt#1 individually. Typically,
a certain fraction of candidate solutions in the population are
subject to the crossover operator. Since the GA combines global
search via the crossover operator with local search via the mutation operator, it enables faster convergence to a potentially global
optimum. Like the SIR procedure, the GA also uses a populationbased Monte Carlo sampling procedure to select candidate solutions to which the genetic operators are applied. As in the SIR
procedure, the likelihood measure pðIjX t ¼ X it Þ is used to compute
the particle weights.
6.2. Importance sampling and the GA
The SIR procedure can be deemed as a GA sans the crossover
operator. Since the SIR procedure provides a well defined statistical
framework with specific guidelines for importance sampling, we
incorporate the crossover operator from the GA within the statistical framework of the SIR procedure as follows:
(1) Initialization Phase: Initialise fðX i0 ; pi0 ÞgNi¼1 from the prior distribution X 0 .
(2) For t > 0
(a)
Resample Phase: Resample fðX it#1 ; wit#1 ÞgNi¼1 to obtain
0
fðX it#1 ; 1=NÞgNi¼1 .
(b)
Prediction Phase: Generate xit & pðX t jX t#1 ¼ X it#1 0Þ to
yield fðX it ; 1=NÞg.
(c)
Crossover Phase: Randomly draw upon a percent of the
particle population, and group the selected particles
into pairs. Randomly generate a crossover point for
each pair of particles and exchange their data values.
(d)
Weighting Phase: Set wit / pðIjX t ¼ X it Þ to yield
fðX i ; pit Þg. The weights wit are normalized such that
P i
pt ¼ 1.
(e)
Estimate X t for display of the tracking result.

[19] uses the Kalman filter (which is also a linear prediction model)
to compute the proposal distribution with higher reported accuracy than the simple linear model. A major improvement of the
KPF over the simple linear model is the introduction of a measurement function, which takes into consideration the current observation, in order to correct the prediction. However, the measurement
function used in [19] is too simple and also sensitive to random
noise. Instead, we compute the optical flow over the image, which
yields the velocity (displacement) value at each pixel location.
With the computed velocity, the proposal distribution can be expressed as X t ¼ X t#1 þ v þ NðtÞ, where v is the velocity field and
NðtÞ is zero mean Gaussian white noise, which represents the accuracy of measurement of the velocity field.
7.1. Optical flow computation via multiscale elastic matching
Optical flow is a common representation of the 2-D velocity
field in an image. However, in most optical flow computation
methods, the lack of inter-pixel constraints precludes accurate
velocity estimation at pixels within a homogeneous region. A multiscale elastic matching algorithm is designed to enable robust
optical flow computation over the entire image including homogeneous regions within the image. This algorithm is inspired by the
pyramidal Lucas–Kanade feature tracker [4], in which each feature
point is tracked independently in an input grayscale image [20]. In
the proposed scheme, a multiscale elastic matching procedure
[1,5,35] is incorporated within the optical flow computation, inter-pixel constraints are imposed over the velocity field and the input is generalized from a simple grayscale image to a multichannel (multi-spectral) image [23].
A foreground region rl ðiÞ at level l in the pyramid is represented by
a network of points rl ðiÞ ¼ ðfY lj g; Kl Þ, where N l is the number of points
in the foreground region and 0 6 j 6 Nl # 1. Kl is the connectivity
l
matrix with dimension N l * N l such that kij ¼ 1 if points Y li and Y lj
l
l
are connected, and kij ¼ 0 otherwise. In practice, kij ¼ 1 if point Y li
is one of the neighboring points of point Y lj . The matrix Kl is symmetl 4
ric in which the diagonal entries are all zero, i.e., kii ¼ 0.
Given a foreground region rl ðtÞ at time t and at level l, its initial
velocity field ðV0 Þl , and a new input image Il ðx; y; t þ 1Þ, the objective of the multiscale elastic matching algorithm is to refine the
velocity field Vl of the tracked object(s), such that the energy function defined in Eq. (11) is minimized.

El ¼

Nl
X
i¼1

!l ðv li Þ

ð11Þ

where

!l ðv li Þ ¼

X

½rl # Il ðY lj þ ðv 0i Þl þ v li Þ(2
Y l 2OðY l Þ j
|fflfflfflfflfflfflffljfflfflfflfflfflfflfflfflfflifflfflfflfflfflfflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl}
feature matching

XNl l
þ b j¼1 kij kðv 0i Þl þ v li # ðv 0j Þl # v lj k2
|fflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl}
v elocity

7. Computation of the proposal distribution pðX t jX t#1 Þ using
optical flow
The computation of the state transition prior pðX t jX t#1 Þ as an
approximation to the proposal distribution is an important aspect
of an importance sampling procedure (such as the SIR procedure).
Most importance sampling algorithms use a linear prediction model; that is X t ¼ AX t#1 þ NðtÞ, where A is a linear transform and NðtÞ
is additive zero mean Gaussian white noise. A common shortcoming of conventional linear prediction models is that the proposal
distribution computation is based solely upon the history measured at time t # 1. The Kalman Particle Filter (KPF) proposed in

ð12Þ

constraints

and OðY li Þ is the set of pixels within a window of predefined size
W * W; Y li is the center point of the window, and ðv 0j Þl ¼ ðv 0xj ; v 0yj Þl
is the initial velocity at point Y lj . In order to avoid the need for image
interpolation, each value in the initial velocity field ðV0 Þl is actually
rounded to its nearest integer value and v lj is the incremental velocity. The first part of Eq. (12) measures the feature compatibility of
each point on the object with the new image. This requires the corresponding point in the new image to have a similar feature vector
in order to minimize the energy function. The feature vector could
be multi-dimensional, thus allowing for a multi-channel (multispectral) image to be used as input [23]. The second part of Eq.
(12) imposes spatial coherence on the velocity field. This requires
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the velocity values of neighboring pixels to be close to each other in
order to minimize the energy function in Eq. (11). The parameter b
controls the elasticity of the object. Eq. (11) is minimized when
@El =@ðVl Þs ¼ 0, which is equivalent to

@El
¼ #2
@ðv li Þs
*

2

Nl
X 27
X l l
X
#@El
6 l
l
¼ 42ki b þ
Ixj 5v lxi þ
Ixj Iyj v lyi # 2b
kij v lxj
l
2@ v xi
l
l
l
l
j¼1
Y j 2OðY i Þ

#
X h

Y lj 2OðY li Þ

þ 4b

Nl
X
j¼1

clj # Il ðY lj þ ðv 0i Þl þ v li Þ
l

kij

i @Il ðY l þ ðv 0 Þl þ v l Þ

"

v li # v lj þ ðv 0i Þl # ðv 0j Þl

j

@ðv

i
l s
iÞ

i

#s

ð14Þ

Nl
X l sl
X
X
@El
l
¼
ðIv j Þ Iv j ðv li Þs #
dIlj ðIlv j Þs þ 2b
kij ððv li Þs
l s
@ðv i Þ
l
l
l
l
j¼1
Y j 2OðY i Þ

# ðv lj Þs þ ððv 0i Þl Þs # ððv 0j Þl Þs Þ

ð15Þ

The derivation of Eq. (15) takes advantage of the fact that
@Il ðY j þ v 0i þ v i Þ=@ðv li Þs ¼ ðIlv j Þs and Ilv j ðv li Þs ðIlv j Þs ¼ ðIlv j Þs Ilv j ðv li Þs . Eq.
(15) is equivalent to Eqs. (16) and (17) given below:

Fig. 6. The shape likelihood pðIjoÞ.

dIlj Ilxj þ 2b

j¼1

Y j 2OðY i Þ

ð13Þ

where Ilv j ¼ ðIlxj ; Ilyj Þ is the gradient vector at location
and
Y lj þ ðv 0i Þl ; Ilx ¼ ½Il ðx þ 1; yÞ # Il ðx # 1; yÞ(=2
Ily ¼ ½Il ðx; y þ 1Þ # Il ðx; y # 1Þ(=2. Based on the above definition for
the gradient vector, the Taylor series expansion in Eq. (14) is valid
when jv lx j 6 1 and jv ly j 6 1. For convenience, let dIlj ¼ r lj # Il ðY lj þ
ðv 0i Þl Þ. Eq. (13) can then be rewritten as:
Y j 2OðY i Þ

X

Y lj 2OðY li Þ

Y j 2OðY i Þ

Nl
X

l

kij ððv 0xi Þl # ðv 0xj Þl Þ

ð16Þ

2
3
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X 27
X l l
X
#@El
l
6 l
l
l
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þ
I
v
þ
I
I
v
#
2b
kij v lyj
4
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i
yi
yj
xj yj xi
2@ v lyi
l
l
l
l
j¼1
#

Note that the above equation is obtained under the assumption that
Kl is symmetric. By using Taylor series expansion,

Il ðY lj þ ðv 0i Þl þ v l Þ % Il ðY lj þ ðv 0i Þl Þ þ Ilv j ðv l Þs

3

X

Y lj 2OðY li Þ

Y j 2OðY i Þ

dIlj Ilyj þ 2b

Nl
X
j¼1

l

kij ððv 0yi Þl # ðv 0yj Þl Þ

ð17Þ

By letting all @El =@ v lxi ¼ 0 and @El =@ v lyi ¼ 0, a system of linear equations describing the incremental velocity field Vl can be obtained in
the form AðVl Þs ¼ b, which can be solved using the LU decomposition algorithm. The matrix A is given by:

0
B
B
B
B
B
@

l

ðIlv 1 Þs ðIlv 1 Þ þ 2bk1 I0
l

#2bk21 I0

bi ¼

,,,

l

X

Y lj 2OðY li Þ

$

1
0

,,,

l

, , , ðIlv N Þs ðIlv N Þ þ 2bkN I0

#2bkN;1 I0
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#2bk2;N I0

...

,,,

1

l
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...
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C
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ð18Þ

%
P
P l
0
l
l
; ki ¼ j kij and li ¼ j lij . Vector b is given by:
1

dIlj ðIlv j Þs # 2

Nl
X
j¼1

l

bkij ðððv 0i Þl Þs # ððv 0j Þl Þs Þ

ð19Þ

The velocity field Vl0 is initialized under one of the following situations: (a) when the object tracking procedure is initialized, the
velocity field is assumed to be all 0; (b) the pyramidal (multiscale)
elastic matching algorithm is used to compute the velocity field
starting at a given level (eg. l ¼ 2) in the pyramid. When the velocity
at level l is known, it is then mapped to level l # 1 such that the
velocity v at point ðx; yÞ at level l maps to velocity 2v at point
ð2x; 2yÞ at level l # 1; or (c) the velocity field in the previous frames
(t 6 t 0 ) is known, in which case the Kalman filter is used to predict
the velocity field at time t 0 þ 1.
The optical flow computation based on multiscale elastic matching as described above has been observed to be robust to presence of
homogeneous regions and regions that contain occlusions and illumination changes. The conventional optical flow algorithm is pixel-based which causes it to be unstable and error-prone in the
presence of these regions. In contrast, the proposed optical flow
computation is performed on a multiscale elastic grid which results
in the imposition of inter-pixel continuity constraints at multiple
scales of resolution. Thus, pixels within homogeneous regions and
regions that contain occlusions and illumination changes are handled by imposition of continuity constraints from distant pixels.
7.2. Computation of the transition function X t ¼ fT ðX t#1 Þ

Fig. 7. The sampling points for the transition function.

After the velocity field is computed, the status of an observation
can be updated. The sampled points fpi ; i ¼ 1; ::; Ng of a given shape
are predefined as shown in Fig. 7. The velocity at each sampled
point is obtained directly from the velocity field computed using
the elastic matching-based optical flow computation algorithm described in the previous subsection.
The current state of each object instance oðt # 1Þ ¼ ðxðt # 1Þ;
yðt # 1Þ; hðt # 1Þ; sðt # 1Þ; idðt # 1ÞÞ within each particle X t is updated to obtain its new state oðtÞ ¼ ðxðtÞ; yðtÞ; hðtÞ; sðtÞ; idðtÞÞ using
the following equations.
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N
1 X
v x ðpi Þ þ Nð0; rxy Þ
N j¼1

N
1X
v y ðpi Þ þ Nð0; rxy Þ
N j¼1

hðtÞ ¼ hðt # 1Þ þ Nð0; rh Þ
sðtÞ ¼ sðt # 1Þ þ Nð0; rs Þ
idðtÞ ¼ k & pðSk jSidðt#1Þ Þ

ð20Þ

(d)
(e)

ð21Þ
ð22Þ

ð23Þ

ð24Þ

where Nð0; rxy Þ; Nð0; rh Þ and Nð0; rs Þ are simply Gaussian white
noise. The transition function for the template identification number is given by pðSidðtÞ ÞjSidðt#1Þ Þ, which is obtained during the training
process for the shape template discussed in Section 5.2.1.
In order to perform a comparison of the proposed tracking
scheme with the Kalman Particle Filter (KPF) [19], a transition
function is designed for the KPF using the previously described line
segment matching procedure. The object shape contour is approximated by a set of k line segments fEi g; i ¼ 1; . . . ; k, where Ei denotes the ith line segment. For each line segment of an object
instance in a particle, the value of its best match in the model is
used to evaluate the transition function. The changes in displacement and scale for the object instance are computed by measuring
the corresponding changes for each line segment. Given an object
instance o ¼ fEi g; i ¼ 1; . . . ; k, if di is the computed displacement
of the ith line segment, then the displacement of the entire object
^ ¼ 1 Pk d þ r , where r ¼ ðrC;x ; rC;y Þ and the scale
is given by dðtÞ
d
d
i¼1 i
k
change is given by sðtÞ ¼ sðt # 1Þ þ Nð0; rs Þ. The transition function for the template identification number is given by
pðSidðtÞ ÞjSidðt#1Þ Þ.
8. The proposed system
In the proposed tracking scheme, the color-based face detection
algorithm described earlier is used to detect new objects within
the field of view. The foreground regions O corresponding to the
tracked objects are determined from the output configuration of
the tracker. For each frame, the face detection algorithm attempts
to detect new objects within the non-foreground regions O. If a
new object o is detected, n instances of the new object o are generated using the algorithm described in Section 5.2.2. Each instance
of the new object is appended to a distinct particle in the current
population of n particles.
There are two conditions under which an object is removed
from further consideration by the tracker. First, if the likelihood
of an object is smaller than a given threshold T L in f successive
frames (f=3 in our case), it is removed from all the particles. Second, if the fraction (with respect to the object size) of the overlapping regions of an object with other objects is above a threshold T o
in f successive frames, then this object is deemed permanently occluded and also removed from all the particles. The proposed
tracking scheme is described as follows:
(1) Create n particles fX i0 g, where each particle initially contains
no objects.
(2) For each new image It ðx; yÞ, given the previous set of particles fX t#1 g, do the following:
(a)
Compute the log-likelihood image Ir ðx; yÞ by looking
up the color table. Compute the integral log-likelihood
image Jðx; yÞ.
(b)
Perform edge detection and apply the line following
algorithm to extract line segments e. Simultaneously,
create a hash table for the line segments e using the
midpoints of the line segments as the indices.
(c)
Compute the optical flow Vðx; yÞ.

(f)

(g)

(h)

(i)

(j)

(k)
(l)

(m)

Update the particles using the transition function
fX 0t ¼ fT ðX t#1 Þg.
Detect new objects (faces) in region O, where O is the
set of foreground regions of the current configuration.
If a new object (face) o is detected, generate n new
instances of object (face) o, and append a new object
0
instance to each particle X it . Refer to Section 5.2.2
for more details.
Compute the likelihood of each particle pðIt jX 0t Þ based
on the region model and shape model using Jðx; yÞ and
eðx; yÞ.
Randomly select a fraction a of the particles and group
them into pairs fðX it ; X jt Þg. For each pair, fðX it ; X jt Þg per0
0
form the crossover operation to yield ðX it ; X jt Þ. Com0
0
pute pðIt jX it Þ and pðIt jX jt Þ. Select the best two
0
0
particles from among fX it ; X jt ; X it ; X jt g and replace X it
j
and X t with the best two particles. Note that the particles are evaluated using the likelihood function
pðIjXÞ as the objective function.
!1 ; . . . ; om Þ using the
Compute the output X t ¼ ðo
weighted average of the particles. Refer to Section
5.2.2 for more details.
Compute the sum of the log-likelihood values for each
!j ; if it is below a threshold, increment the
object o
counter associated with this object.
!j , compute the percentage (with
For each object o
respect to the object size) of its overlapping region(s)
with other objects. If this percentage is above a certain
threshold, increment the counter associated with this
object.
If an object does not meet the above two conditions,
reset its counter to 0.
If the value of the counter associated with an object is
above a predefined threshold f, remove it from all the
particles and from the output configuration. The
object is deemed to be permanently occluded or to
have exited from the field of view of the camera.
Generate new samples X t & pðX t jIÞ.

Note that the likelihood computation at each stage of the Genetic Algorithm can take advantage of the likelihood value computed in the previous stage. For example, if the likelihood of the
shape model is computed independently for each instance and
the result stored, then it can be reused during the crossover operation if the crossover operator is deemed to result in a better solution. Also, the likelihood computation for the region model can be
performed very efficiently by using the integral image.
9. Experimental results
The proposed scheme is applied to the problem of tracking of
human faces in video streams. Specifically, we compare the proposed scheme with other existing tracking algorithms in the following aspects: First, we evaluate the performance of our scheme
in the presence of occlusion. Second, we evaluate the performance
of our scheme with and without the proposed shape model. Third,
we compare the performance of our scheme using the conventional linear prediction-based transition function and the proposed
optical flow-based transition function. All experiments are performed on a 2.0 MHz Pentium Xeon workstation with 2.0 GBytes
of RAM and 2.0 MBytes of cache memory using Visual C++ as the
programming language.
We use three videos to judge the performance of the proposed
scheme. Partial occlusion is present in the first video (VIDEO1),
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whereas complete occlusion is present in the second video (VIDEO2). In the third video (VIDEO3), face rotation, occlusion and
distraction from both the foreground and the background are present. The first two videos were acquired in our laboratory and the
frame size down-scaled to 180 * 120 pixels, whereas the third video was downloaded from the website http://vision.stanford.edu/
~birch/headtracker/seq/ and has a frame size of 128 * 96 pixels.
There are two moving faces in all the three videos. One of the faces
(FACE1) is observed to move slowly, whereas the other face
(FACE2) is observed to move rapidly. In VIDEO1, FACE2 is partially
occluded by FACE1 from frame number 78 to frame number 134. In
VIDEO2, FACE2 is totally occluded by the FACE1 from frame number 106 to frame number 114. In VIDEO3, the second foreground
face (FACE2), which is initially behind the first face being tracked
(FACE1), appears suddenly in the middle of tracking process. Also,
the furniture in the background in VIDEO3 has a color similar to
that of FACE1, thus providing a distraction to the tracking process.
Fig. 8 shows the result of the proposed tracking scheme on VIDEO1 using 100 particles. It is seen that the proposed tracking
scheme can track the two faces correctly in the presence of partial
occlusion. Fig. 9 shows the result of the proposed tracking scheme
on the same video (VIDEO1) but using only 10 particles. The tracking is still successful, however it is much less accurate than the
tracking with 100 particles (Fig. 8). In frame number 138, the output face generated by the tracker is almost totally off the tracked
face (FACE2) (Fig. 9d) because of the rapid motion of FACE2. However, in frame number 194 (Fig. 9e) the tracker is observed to recover when the motion becomes slower.
Fig. 10 shows the results of the tracking algorithm on the two
faces in VIDEO3 using only 5 particles. In this video, the first face
(FACE1) is observed to have significant rotation and fast motion.
However, it was observed to have been tracked correctly using as
few as 5 particles.
The success of the proposed tracking scheme, in spite of using
very few particles, can be attributed primarily to the proposed
transition function which is based on incorporation of optical flow
information computed using multiscale elastic matching. Our previous work [21] has shown that the incorporation of optical flow
information within the tracker using the proposed multiscale elastic matching algorithm can successfully track multiple objects in
some difficult situations arising from occlusion, illumination
change and scale change even with a single tracking hypothesis.
However, a serious problem with the single tracking hypothesis
formulation is the tendency of the tracker to get trapped in a local
optimum. When the tracker gets trapped in a local optimum,
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recovery from the resulting tracking failure is observed to be difficult [21].
In order to measure the performance of the tracking system, Li
et al. [19] propose the concept of critical size, which is defined as
the minimum number of particles required for successful tracking.
However, the definition of successful tracking is not very clear in
[19]. We introduce a new and clear definition of successful tracking
and provide a revised definition of the term critical size. For each
object og labeled in the ground truth data that is associated with
an image region rg , and for a corresponding tracked object ot that
is associated with an image region r t , we compute two performance measures for each frame; namely, the true positive measure
atp ¼ rtr\rg g and the false positive measure as afp ¼ rt #rrgt \rg . If atp is too
small or afp too large, then we consider the tracker to have failed. In
other words, we deem a tracker to be successful under the predefined threshold values ðT tp ; T fp Þ if atp > T tp and afp < T fp at all times
during the tracking procedure. Note that the definition of successful tracking in [19] cannot distinguish between successful tracking
under the threshold values ð0:7; 0:2Þ and successful tracking under
the threshold values ð0:2; 0:7Þ. In the second scenario, it is clear
that the tracker cannot track the target accurately; and hence cannot be deemed a successful tracker. It is necessary to point out that
the critical size is a very strict criterion by which to measure the
performance of a tracker. Most trackers in the real world cannot
be characterized by a single critical size value, since the definition
of critical size requires that the tracker should be able to track all
the foreground objects correctly and accurately under the given
threshold values in every single frame of the video stream. This
is not possible for most real world tracking systems, especially
when instances of complete occlusion are encountered. However,
the critical size is still a reasonable criterion by which to measure
and compare the robustness and accuracy of tracking systems in a
controlled experimental environment.
The first experiment is designed to test the performance of the
three critical components of the tracker: the sampling algorithm,
the transition function and the object model. This experiment is
performed on VIDEO1 and VIDEO3. The face detection algorithm
is used to initialize the tracked objects. For the threshold values
ð0:6; 0:2Þ we compute the critical size or the critical number of particles needed for successful tracking for different choices of each of
the aforementioned three critical components of the tracker
(Tables 1 and 2). For the first component of the system, i.e. the
sampling algorithm, we explore two options, one is conventional
sampling importance resampling (SIR) algorithm in the CONDENSATION tracker [12,14], the other is the proposed combination of

Fig. 8. Tracking of two faces with 100 particles in VIDEO1.
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Fig. 9. Tracking of two faces with 10 particles in VIDEO1.

Fig. 10. Tracking of two faces with 5 particles in VIDEO3.

the GA and the SIR algorithm termed as GA-CONDENSATION. For
the second component, i.e. the transition function, we examine
two possibilities, one is the Kalman filter [19], and the other is
the proposed transition function that incorporates optical flow
information via multiscale elastic matching. The third component
is the object model, for which we have explored two possibilities,
i.e. the region model and the region model combined with the
shape model. Since there are two choices for each of the aforementioned components, there are, in all, eight possible ways in which
to configure the final tracker (Tables 1 and 2).
For each of the eight distinct system configurations, we obtain
the critical size under the threshold values ð0:6; 0:2Þ. We also measure the tracking speed measured in terms of the number of frames
processed per second (fps) for each of eight system configurations
(Tables 1 and 2). In this experiment, we use the face detection algorithm only to bootstrap the tracking algorithm. It is very interesting to observe that all the system configurations without the

proposed transition function (that incorporates optical flow information via multiscale elastic matching) fail when one face occludes
another. However, for the sake of measuring tracking speed, 100
particles are used. This experiment shows that the transition function that incorporates optical flow information via multiscale
elastic matching is very critical to the robustness, accuracy and
real-time performance of the tracking system (Tables 1 and 2).
When comparing the performance of the tracker with and without
the proposed shape model, we observe that the incorporation of
the shape model greatly improves the robustness of the tracking
system measured in terms of the critical size at the cost of a very
small reduction in tracking speed. It is also evident that the incorporation of the GA also contributes to the improvement in the performance of the tracker (Tables 1 and 2) since the same tracking
performance is achieved with a smaller critical size (i.e., fewer particles) resulting in a faster frame processing rate. From Tables 1
and 2, one can see that similar results are obtained for VIDEO1

Table 1
Comparison of tracking performance for different system configurations on VIDEO1.
CON: CONDENSATION, KF: Kalman Filter, OF: Optical Flow, GA-CON: the CONDENSATION combined with GA. *The tracking speed in frames/sec is measured using 100
particles.

Table 2
Comparison of tracking performance for different system configurations on VIDEO3.
*The tracking speed in frames/sec is measured using 60 particles.

Sampling
Algorithm

Transition
Function

Object Model

critical
size

Frames per
second

Sampling
Algorithm

Transition
Function

Object Model

critical
size

Frames per
second

CON
GA-CON
CON

KF
KF
KF

REGION
REGION
REGION
SHAPE
REGION
SHAPE
REGION
REGION
REGION
SHAPE
REGION
SHAPE

N/A
N/A
N/A

7.2*
7.1*
6.5*

CON
GA-CON
CON

KF
KF
KF

and

N/A
N/A
N/A

10.4*
10.1*
9.5*

and

N/A

6.3*

GA-CON

KF

and

N/A

9.3*

and

100
80
20

6.3
7.0
10.4

CON
GA-CON
CON

OF
OF
OF

and

60
60
8

8.4
9.2
16.1

and

12

14.2

GA-CON

OF

REGION
REGION
REGION
SHAPE
REGION
SHAPE
REGION
REGION
REGION
SHAPE
REGION
SHAPE

and

5

16.6

GA-CON

KF

CON
GA-CON
CON

OF
OF
OF

GA-CON

OF

and
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Fig. 11. VIDEO1: The particle distribution with and without the proposed shape model.

and VIDEO3. The frame processing rate is higher in the case of VIDEO3 on account of its smaller frame size. In the case of VIDEO3,
the second face (FACE2) was not considered in the critical size
measurement since it appears very briefly in the video sequence.
In the second experiment, we compare the tracking accuracy of
the aforementioned system configurations with and without the
shape model. Fig. 11 depicts a visual comparison of the tracking
accuracy in VIDEO1 with and without the proposed shape model.
Fig. 11a shows the particle distribution when the shape model is
used, where the centroids of the particles are labeled with red
spots. Likewise, Fig. 11b shows the particle distribution when the
shape model is not used. It can be seen that when the proposed
shape model is used, the particles are concentrated and closely distributed around the actual locations of the faces, whereas the particles are sparsely distributed when the shape model is not used.
This explains why much fewer particles are needed when the proposed shape model is used. Fig. 12 compares the tracking accuracy
in VIDEO1 of two of the eight system configurations with and without the proposed shape model where both system configurations
use 100 particles. Both system configurations use the SIR algorithm
without the incorporation of the GA and without the proposed
transition function (that incorporates optical flow information via
multiscale elastic matching). From Fig. 12, it is evident that the
introduction of the proposed shape model improves significantly
the tracking accuracy in VIDEO1. In VIDEO1, the face detection rate
was observed to be approximately 90%. The failure of face detection was caused mostly by instances of partial occlusion between
the faces. However, the tracking algorithm was able to recover
and correctly track all the faces in all of the system configurations
where the proposed transition function (which incorporates optical flow information via multiscale elastic matching) was used.
Similar results on VIDEO3 are shown in Fig. 13.
In the third experiment, we examine the performance of the
tracking algorithm on VIDEO1 with and without the crossover operator of the GA, as shown in Fig. 14. Both versions of the tracking algorithm use the object shape model and the object color model.
However, the first version uses the SIR algorithm of the CONDENSATION-based tracker [14], whereas the second version uses the SIR
algorithm combined with the crossover operator of the GA. Both versions of the tracker use 100 particles. The experimental results show
that incorporation of the crossover operator of the GA improves the
true positive rate. In this experiment, the false positive rates are observed to be very similar for both versions, i.e., with and without the
crossover operator of the GA. However, the true benefit of using a GA
stems from the fact that same tracking performance is achieved with
a smaller critical size (Tables 1 and 2).
In the fourth experiment, we investigate a system where the
tracker is integrated with the face detection algorithm. In the second video (VIDEO2), none of the tracking algorithms can correctly

track FACE2 when it is totally occluded by FACE1 (Fig. 15a). In
other words, the critical size criterion cannot be applied to compare the various tracking system configurations on this video. In
the algorithm that integrates face tracking and face detection, if
the likelihood of the second face (FACE2) is very small for a certain
time period, then it is deleted in the validation process (Fig. 15b).
Fig. 16 shows the log-likelihood of the face at the point of tracking
failure. The log-likelihood value of FACE2 decreases sharply and
then returns to its normal value. The rapid decrease in the log-likelihood value of FACE2 is caused by the failure of the tracking procedure, which could be attributed to two possible reasons. The first
reason is that FACE2 moves too rapidly, in which case, the tracking
algorithm cannot keep up with the actual location of the face. The
second reason is that when occlusion occurs, the tracking algorithm cannot keep up with FACE2. However, in some cases, as
shown in Fig. 16, the log-likelihood value for one of the faces does
return to a normal level. This could also be caused by two reasons.
The first reason is that the moving face has slowed down, and the
tracking algorithm is able to recover and resume correct tracking.
The second reason is that when the two faces move together, the
image region corresponding to the occluded face may still have a
high log-likelihood value, but the log-likelihood value actually corresponds to the image region of the occluding object (FACE1) and
not the occluded object (FACE2). A simple region-based object
model cannot resolve this ambiguity. A higher level of occlusion
reasoning based on face recognition is needed in such cases.
If a sharp decrease in the log-likelihood value of an object occurs when two objects move together, we remove the object from
the tracking algorithm and using the detection algorithm to detect
it when it reappears within the field of view of the camera. However, the recovery of the object label is much more difficult. The
newly detected object could be the occluded object, or could also
be a new object. Recovery of the object label would entail using
an object (face) recognition procedure which is not within the current scope of the paper. Instead, we always assign a new label to
the newly detected object. After the object appears again, it is detected by the object (face) detection algorithm. A new instance of
the object is created for each particle. It can be observed that since
the new instance of the object is generated randomly, the corresponding particles are randomly distributed in the vicinity of the
detected object (Fig. 17a). However, after several iterations, the
tracking algorithm is observed to rapidly converge so that the particles are compactly distributed around the centroid of the newly
detected object (face) (Fig. 17b).
In the fifth experiment we show the results of a tracking algorithm that employs a single tracking hypothesis and incorporates
optical flow information computed using the proposed multiscale
elastic matching algorithm. The particle filtering framework, object
region model and object shape model are not used but occlusion

Author's personal copy

722

S.M. Bhandarkar, X. Luo / Computer Vision and Image Understanding 113 (2009) 708–725

Fig. 12. VIDEO1: The tracking accuracy with and without the shape model.

Fig. 13. VIDEO3: The tracking accuracy with and without the shape model.

posed transition function based on optical flow computation is able
to handle significant changes in the object size. Fig. 19a shows
snapshots of a tracked object undergoing in-plane rotation and
Fig. 19b shows snapshots of a video undergoing illumination
change. Fig. 19 shows that the proposed transition function based
on optical flow computation via multiscale elastic matching can
handle object rotation and illumination changes. The illumination
change is well handled because of the incorporation of color gradient information in the feature vector r l used in the optical flow
computation (Eq. (12)). The imposition of inter-pixel constraints
in the optical flow computation (Eq. (12)) makes it feasible to also
handle large changes in scale and instances of partial occlusion.
Fig. 20a shows snapshots of the tracking of a face with large
changes in scale whereas Fig. 20b shows snapshots of the tracking
of a face in the presence of partial occlusion. Fig. 21 shows the
tracking of two faces where one face partially occludes another.
These examples show that the proposed transition function based
on optical flow computation via multiscale elastic matching is
capable of handling instances of partial occlusion and also enables
occlusion reasoning [21].
It is seen that the optical flow computed using multiscale elastic
matching enables accurate estimation of the 2-D velocity field in
the image. In fact, the optical flow thus computed can be used
for tracking in its own right. However, since only a single tracking
hypothesis is maintained and no object model is used, a tracker
based on optical flow alone lacks the ability to correct localization
errors over the course of object tracking. This causes the tracking
error to accumulate over time. It is observed that the localization
accuracy of the contours of the tracked objects typically diminishes
over time. This is particularly true in cases where there are multiple objects to be tracked and the tracked objects exhibit large and
rapid shape deformations. This underscores the need for a good
statistical object model and a particle filtering framework in order
to ensure robust tracking over the long term. A good statistical object model provides a validation component within the tracking
system, which corrects the tracking errors. A particle filtering
framework maintains multiple alternative tracking hypotheses at
every stage of the tracking procedure, thus enabling robust tracking in complex multiple object scenarios. Finally, it must be noted
that the proposed system does employ tables, such as the hash table for computing the shape-based likelihood and the lookup table
for computing the region-based likelihood, in the interest of
improving the run-time performance. However, the overall memory overhead associated with these tables was observed to be less
than 32 MBytes which is well within the capacity of any current
desktop or laptop computer.
10. Conclusions and future work

Fig. 14. VIDEO1: The comparison of the SIR algorithm and the SIR algorithm
combined with the GA.

reasoning is performed [21]. Fig. 18a shows snapshots from the
tracking of an eraser in a video with the camera zooming in
whereas Fig. 18b shows snapshots of the tracking of an eraser in
a video with the camera zooming out. Fig. 18 shows that the pro-

In this paper, a multiple object tracking framework that integrates object detection and object tracking was proposed. Four major improvements were made over the conventional particle
filtering-based tracking framework. These improvements were observed to reduce the number of particles needed for robust tracking, thus making the proposed tracking system more robust and
computationally more efficient. First, a novel proposal distribution
and novel transition function were proposed based on the incorporation of optical flow computed using multiscale elastic matching.
The proposed transition function was shown to be substantially
different from the existing prediction-based transition functions
used in most existing tracking systems. In prediction-based transition functions, simple linear prediction models are typically used.
Since linear prediction is based on historical observations and
approximation of the observed velocity by a linear model, it is
much less accurate. The primary advantage of using the proposed
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Fig. 15. Object validation and particle update.

Fig. 16. The log-likelihood value of the face at the point of tracking failure.

transition function, which is based on optical flow that is computed using multiscale elastic matching, was the fact that the transition is based on the current observation instead of the predicted
value of the velocity or displacement. In contrast to other approaches that incorporate the current observation within the proposal distribution, the proposed scheme did not rely on a
measurement function or an auxiliary tracker. Thus the proposed
transition function was shown to be more general and more readily incorporated into a particle filter-based tracking system.
Second, the crossover operator of the Genetic Algorithm was
incorporated within the conventional sampling importance resampling (SIR) algorithm of the CONDENSATION tracker in order to improve the performance of particle sampling. The crossover
operator was shown to increase the probability of finding the optimal tracking configuration in a multiple-object tracking scenario.
The third improvement was the integration of a statistical region

model and a statistical shape model to create a more complete object model. The proposed object model was shown to increase the
robustness of the tracker. The proposed shape model was based on
a novel technique for measurement of the shape likelihood using a
line segment matching procedure similar to the one used in geometric hashing. The proposed shape model was observed to be
more robust than the existing shape models that use pixel-based
techniques to compute the shape likelihood. The proposed line
segment matching algorithm used a voting procedure similar to
the one used in the Radon Transform and was shown to generate
a smooth shape probability surface that could be easily incorporated within a statistical tracking framework. The simplicity of
the line segment matching procedure ensured the computational
efficiency of the object shape model. The voting procedure was
shown to be robust to partial occlusion which is a common occurrence in a multiple-object tracking scenario. The fourth improvement was the integration of the object detection and the object
tracking algorithms, which made the entering and leaving of object, within the field of view of the camera, explicit. The experimental results showed that the proposed tracker is very robust
in being able to handle instances of occlusion and is also computationally efficient.
Future work will examine the integration of object (face) recognition algorithms [17] with the object (face) detection and object
(face) tracking algorithms. This will allow for more robust high-level occlusion reasoning, and for detection and identification of certain high-level events such as the entry and exit of certain specific
persons (intruders) within and from the field of view of the camera. Future work will also extend this framework to the detection
and tracking of full humans (not just the face) for which more complex shape and color models will need to be formulated.

Fig. 17. New object detection and particle update.
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Fig. 18. Object tracking using optical flow with camera zoom in and zoom out.

Fig. 19. Object tracking using optical flow with in-plane rotation and illumination change.

Fig. 20. Single face tracking using optical flow.

Fig. 21. Multiple face tracking using optical flow.

Appendix A. Supplementary data
Supplementary data associated with this article can be found, in
the online version, at doi:10.1016/j.cviu.2008.11.010.
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